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THE THIRD EDITION of Zelle’s Python Programming continues 
the tradition of updating to reflect new technologies while 
maintaining a time-tested approach to teaching introductory 
computer science. An important change to this edition is the 
removal of most uses of eval  and the addition of a discussion 
of its dangers. In our increasingly connected world, it’s never 
too early to begin considering computer security issues.
 Several new graphics examples have been added to 
introduce new features of the graphics library that support 
animations, including simple video game development. This 
makes the text compatible with the types of final projects 
often assigned in modern introductory classes.

THIS LONG-AWAITED update to Rick Mercer’s introductory  
book, first published in 1993, is appropriate for students with 
no programming experience, as well as those with program-
ming experience in another language. 
 Computing Fundamentals with C++, 3rd Edition emphasizes 
computing fundamentals while recognizing the relevance 
and validity of object-oriented programming. This book is 
the result of decades of reasoning about how best to 
facilitate student learning in the first course of the computer 
science curriculum, how best to integrate objects and classes 
into it, and how best to prepare students for the next course.

THIS BOOK provides a broad context for students. In academic 
programs that emphasize applications, students are still able 
to “look under the hood” to gain a deeper understanding of 
audio processing at a lower level of abstraction. For students 
of computer science, physics, or mathematics, the mix of 
science and applications provides interest and motivation.
 Digital Sound & Music: Concepts, Applications, and Science 
also serves as a reference for anyone interested in digital 
audio processing, including hobbyists, those who are 
“self-taught” in music production, and those already in the 
audio processing or music production industry wanting a 
deeper understanding of their art and craft.
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EDITORS’ MESSAGEMark Bailey
Hamilton College

Laurie Smith King
College of the Holy Cross

⚫

Welcome to the March issue of Inroads. 

We are pleased to welcome Josh Tenenberg (University of Washington, USA) who joins Lauri 
Malmi (Aalto University, Finland) to collaborate on the Computing Education Research Column.  As a 
founding co-editor-in-chief of the ACM Transactions on Computing Education (TOCE), this column is 
a perfect fit for Josh.  This issue’s column, Computational Making, is authored by Josh. 

Continuing Inroads’ practice of broadly disseminating the best of the best ideas in computing 
education, this issue inaugurates inclusion of award-winning papers from the International Comput-
ing Education Research Conference (ICER) with two outstanding papers from ICER 2017.  Receiving 
the 2017 Chairs’ Award is “An Instrument to Assess Self-Efficacy in Introductory Algorithms Courses” 
by Holger Danielsiek (Westfälische Wilhelms-Universität Münster), Laura Toma (Bowdoin College), 
and Jan Vahrenhold (Westfälische Wilhelms-Universität Münster).  The second paper, the recipient 
of ICER’s 2017 John Henry Award, is “K-8 Learning Trajectories Derived from Research Literature: 
Sequence, Repetition, Conditionals” by Kathryn M. Rich, Carla Strickland, T. Andrew Binkowski, Cheryl 
Moran, and Diana Franklin (UChicago STEM Education, University of Chicago).  Enjoy, and we look 
forward to the best SIGCSE papers coming in June.

Thanks to Susan Lukesh (Inroads Editorial Associate), we have posted a book review template to 
help submissions of book reviews that conform to Inroads’ style requirements.  Timely and insightful 
book reviews help readers find texts worth their attention. We are particularly interested in texts that 
are useful in courses, related to computing education, or related to the Inroads’ mission of sharing 
ideas in the theory and practice of computing education and fostering dialogue, cooperation, and 
collaboration with educators worldwide. Download the template from the instructions & forms menu 
on the Inroads Manuscript Central site and keep those book review submissions coming in!

Effectively incorporating computing ethics into the curriculum is always a challenge.  Laurie had 
excellent classroom results using ideas from Miller and Larson’s Action Ethics for a Software Develop-
ment Class, an article that appeared in the March 2017 Inroads.  A year later, this issue features a new 
article by Miller and Larson, Action Ethics - Testing and Data Analysis.  It offers new ways to naturally 
engage students with the ethics concerns arising in computing by using an adaptation of the 2015 
“dieselgate” scandal in which Volkswagen and other auto manufacturers skirted diesel emissions tests.

We thank all of you who participated in the Inroads Back Page computer science puzzle contest.  
We selected three winners from many excellent submissions.  Our first winner, appearing in this issue, 
is a Programming Language Puzzle from Zack Butler, RIT.  Congratulations Zack!  The second winner, 
Evolutionary Decision Tree, submitted by Marie desJardins, University of Maryland, Baltimore County 
and Michael Littman, Brown University, will appear in the June Inroads. Finally, a winning puzzle, Rook 
Jumping Maze, from Todd Neller, Gettysburg College, will appear in September. Thank you all for your 
wonderful submissions!  

Mark Bailey and Laurie Smith King
Editors-in-Chief

DOI: 10.1145/3177868          Copyright held by authors.
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News from the SIGs

NEWS

by Ellen Walker
Hiram College

In this issue of News from the SIGs, we present news from SIGCSE and SIGITE. 
Amber Settle, Chair of SIGCSE highlights recent awards to SIGCSE members, 
and encourages members who meet the criteria to seek ACM Advanced 

Grades of Membership. Steven Zilora, chair of SIGITE, discusses lessons learned 
from SIGITE 2017 and how the Executive Board is looking to the future. 

From our SIGCSE reporter and 
SIGCSE chair, Amber Settle.

As you read this, the 2018 SIGCSE 
Technical Symposium has just con-
cluded its activities in Baltimore, Mary-
land, USA. One of the events at the 
Symposium each year is the presenta-
tion of the SIGCSE awards, which hon-
or people who have made significant 
and long-term contributions to the 
computer science education commu-
nity and to SIGCSE specifically. Since 
not all SIGCSE members are able to 
come to the Symposium and hear our 
award winners speak, I highlight the 
accomplishments of these deserving 
members of our community here.

The 2018 SIGCSE Award for Out-
standing Contribution to Computer 
Science Education was presented to 
Tim Bell of the University of Canterbury, 
New Zealand. Bell is best known as the 
primary author of the CS Unplugged 
project, which produced a set of free 
computer science learning activities 
that allow the teaching of computer 
science principles, ideas, and algo-
rithms through games, puzzles, and 
other activities that do not use a com-
puter or require programming. The CS 
Unplugged web site had over 400,000 
views in 2017 alone, and the activities 
have been translated into twenty 

languages and used in many countries 
across the globe. Bell has influenced 
many computing educators working 
to bring computer science to K-12 
students, including those in the United 
Kingdom, United States, Australia, 
Poland, Russia, Pakistan, and his home 
country of New Zealand. He produced 
an online resource about teaching com-
puter science to high school students 
that is currently being used in over 150 
countries, including the ones previously 
mentioned. His work has especially rev-
olutionized computing education in the 
schools in New Zealand. It is likely that 
the impact of Bell’s work will be felt for 
many decades to come.

The 2018 SIGCSE Award for Lifetime 
Service to the Computer Science 
Education Community was given to 
Eric Roberts of Stanford University in 
the United States. The SIGCSE Lifetime 
Service award is far from the first rec-
ognition Roberts has earned, as he is an 
ACM Fellow and has previously received 
the ACM Karl Karlstrom award and the 
SIGCSE Outstanding Contribution to 
Computer Science Education award 
among others. Among his many ac-
complishments, he led the Computing 
Curriculum 2001 Committee, chaired 
the ACM SIGCSE Java Task Force, 
made long-term efforts toward gender 
diversity in computing as part of the Ac-
ademic Alliance for the National Center 
for Women in Information Technology, 
served on the ACM Education Board 
for nearly 20 years, and continues to 
serve on the ACM Education Council. 

His work improving computer science 
at Stanford was also cited in many of 
his supporting letters, written by people 
whom Roberts taught and/or men-
tored. Our community is stronger and 
richer as a result of his contributions, 
and the Lifetime Service award is one 
he has more than earned.

This past year has also seen a 
rise in SIGCSE members recognized 
by ACM. ACM Advanced Grades of 
Membership recognize outstanding 
ACM members for technical, profes-
sional, and leadership contributions 
that advance the objectives of ACM. 
ACM Senior membership [1] is the 
first tier in the advanced membership 
grades and is open to any person 
who has been an ACM member for 
five years and has at least 10 years of 
professional experience. Nominations 
are accepted every three months, and 
self-nominations are acceptable. I 
encourage everyone reading this who 
meets the qualifications to apply.

Three members of the SIGCSE 
Board—Susan Rodger, Michelle Craig, 
and Mark Weiss—worked hard last 
year to nominate deserving SIGCSE 
members for the next tier of ACM 
membership, Distinguished Member. 
ACM Distinguished membership is open 
to any ACM member with five years of 
continuous Professional membership 
and at least 15 years of professional 
experience. ACM Distinguished Mem-
bers should have achieved significant 
accomplishments or have made a sig-
nificant impact on the computing field. 
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SIG, the Executive Board felt that time 
is right to hold an international confer-
ence. Plans are now underway to hold 
a regional, international conference in 
South America. This is a very exciting 
milestone for SIGITE and I look forward 
to the involvement of both US-based 
members and members from around 
the world.  

For more information on these SIGs, see the 
following websites

SIGCSE: www.sigcse.org
SIGITE: www.sigite.org
SIGMIS: www.sigmis.org

References
 1.  ACM Senior Members; http://awards.acm.org/

senior-members. Accessed 2017 Nov 14.
 2.  ACM Distinguished Members; http://awards.

acm.org/distinguished-members. Accessed 
2017 Nov 14.
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impact of these decisions as they are 
some of the most ambitious, and fruit-
ful, ones in which I’ve been involved.

If you’ve been following the SIG’s 
activities, you’ll know that this year we 
created a standing conference com-
mittee to enable year-round planning 
and ensure smooth operations. This 
past year was a learning year for the 
committee, but starting right now, you’ll 
see the benefits of having this group.  
First, next year’s annual meeting will be 
hosted by Broward College in Ft. Lau-
derdale, FL. Throughout this year, you 
will receive emails informing you about 
the conference plans and providing 
opportunities for you to get involved.

This past year we had a much 
larger attendance by students than in 
years past. That’s a trend we want to 
continue so the SIG is increasing and 
restructuring its student scholarships 
for conference attendance to help sup-
port this effort. We plan to showcase 
work by your PhD students, creating 
a job marketplace to help match the 
students with potential employers. 
And, we’ll also reach out to other 
SIGs to assure that their members are 
aware of our conference and have an 
opportunity to contribute.

The 2017 conference also saw an 
increase in participation by our interna-
tional colleagues. In fact, the Best Paper 
Award for Research went to Ilenia 
Fronza et al. from the Free University of 
Bozen-Bolzano in Italy. (The Best Paper 
Award for IT Education went to Jason 
Hussey and Jacob Shaha of the United 
States Military Academy.)  Because of 
this increase in international participa-
tion and the growing maturity of the 

Thanks to the efforts of Susan, Michelle, 
and Mark a large number of SIGCSE 
members were named as Distinguished 
Members in 2017. Please take a look at 
the list of awardees [2] and congratu-
late those you know from the communi-
ty. I also urge you to contact anyone on 
the SIGCSE Board but especially Susan, 
Michelle, or Mark, if you know someone 
whom you think would be a good can-
didate for the award. Nominations are 
due in early August each year.

Finally, it would be great if more 
SIGCSE members could be recognized 
at the highest ACM advanced member 
grade. ACM Fellows rank in the top 
1% of ACM’s professional membership 
worldwide, and as a result the nomi-
nation process is stringent. However, 
we have multiple SIGCSE members 
who are ACM Fellows, including our 
Lifetime Service winner Eric Roberts, 
and I am confident that there are 
deserving members who have not 
yet been recognized. If you would like 
advice or help with putting together a 
nomination for an ACM Fellow, please 
contact Susan, Michelle, and Mark. 
Applications are due at the beginning 
of September each year.

From Steve Zilora,  
our SIGITE reporter.

While the memories of SIGITE/RIIT 
2017 are fading for many of us, we are 
hopeful that the connections you made 
and the information you heard will 
continue to have an impact throughout 
the year. And I also hope that you’ll 
come back to Rochester one day for 
some more Abbotts frozen custard or a 
Genesee Brewery craft beer. 

What will certainly continue 
throughout the year are the results of 
some key decisions that were made 
at the annual business meeting and 
the conference review meeting. I can 
assure you that you will notice the 
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The Science of Computing:  
Shaping a Discipline

by Justus Randolph,
Mercer University

T
he Science of Computing: Shaping 
a Discipline begins with the premise 
that while computing itself is an an-

cient activity, the discipline of computing is 
a recent and complex field with many on-
going debates about what the discipline of 
computing is. This book provides readers 
with a human-centered narrative of those 
debates and provides an accessible over-
view of the three major traditions in the 
discipline of computing: the logico-mathe-
matical tradition, the engineering tradition, 
and the scientific tradition.

While there have been several reviews 
that report on the merits of this book from 
scholarly and historical perspectives [1,2,3,4], 
I review the book from the perspective of 
an educational textbook geared towards 
students interested in computer science. If 
these ongoing debates create difficulties for 
computer scientists in terms of understand-
ing their discipline, I assume the difficulty for 
college-age students considering careers in 
computer science must be significantly great-
er—perhaps even a deterrent to entering the 
field. I suggest that this book, addressing the 
learning outcomes of ACM’s 2013 Curriculum 
SP/History, would be an excellent course text 
in an introductory computer science class—it 
will help budding computer scientists under-
stand the rich and interesting narrative of the 
discipline of computing.  

Overview 
Excluding the introductory and concluding 
sections, the organization of The Science of 

Computing: Shaping 
a Discipline is broken 
into three sections—
the logico-mathe-
matical tradition, the 
engineering tradition, 
and the scientific 
tradition. In each of 
those sections, Tedre 
relays the history 
of computing as it 
relates to those fields, 
the major debates in 
each of those fields, 
and the most typical 
computing activities in those fields. 

In the first section, Tedre begins with 
the notion that, while computing is an 
ancient phenomenon, the discipline of 
computing is much more recent phenom-
enon—in fact, its central narrative takes 
place within the last century and can be 
characterized by a series of decades-long 
debates. Tedre summarizes the core of 
these debates with five questions: 

What are the debates about and 
what is at stake? Why have the 
debates not ceased over the 60- or 
70-year history of the discipline? 
Why is it still so difficult to define 
computing as a discipline? What do 
people mean when they say that 
computing is a scientific, mathemat-
ical, or engineering discipline? More 
precisely, what is computing, the 
academic discipline, about? (p. 5). 

These questions, 
if restated as course 
objectives, could 
easily become part 
of a syllabus for an 
introductory com-
puter science class.

In the second 
section, the author 
tackles the “logical 
and mathemat-
ical ideas that 
underlie the birth 
of the discipline.” 
He narrates the 

calamitous story—name-calling and all—of 
how an “ambivalent relationship” between 
mathematics and academic computing 
turned to an “all-out clash” as computing 
developed its own disciplinary identity. I 
appreciate that he puts these foundational 
ideas into a socio-historical context rather 
than discussing them blandly as precursors 
to modern computing. 

The fall and rise of software engineer-
ing is the subject of the third section.  
He relates the story of the idiosyncratic 
characters who were responsible for the 
development of the modern computer, 
how the ability to program them made 
computers “the rapidly spreading agents 
of change in our societies” (p. 112), and 
how a software crisis emerged as a result. 
Again, the text is never short on anec-
dotes that make this meaningful as a 
social history of the discipline of com-
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puting and not just as another history of 
computer science. 

In the fourth and final section, Tedre 
discusses the scientific tradition of 
computing. He begins with the question 
of whether computer science is a science. 
He helps tackles that question, in part, by 
comparing what experimental computer 
scientists do with what scientists in the 
natural sciences do. He also examines 
how the standards of the natural sciences 
relate to the standards of the computing 
sciences. In one of my favorite parts of 
this book, Tedre gets philosophical and 
points out the various arguments relating 
nature to computing or, rather, nature as 
computing. It helped me re-realize the 
wonder and beauty of computing.

While the short narratives give a brief 
overview of the text, it is easy to see how 
the Table of Contents, following, can act 
as the curricular outline for a course, or 
even series of courses, on the discipline of 
computing:

■   Part I: Introduction
  Chapter 1: Introduction
•  1.1 Science, Engineering, and 

Mathematics

■   Part II: Computer Scientists and 
Mathematicians

  Chapter 2: Theoretical Roots of Modern 
Computing

  Chapter 3: Marriage to Mathematics
•  Cutting the Ties that Bind
•  Educating the Computer Scientist
  Chapter 4: The Formal Verification 
Debate
•  Proofs of Correctness
•  Texts Make No Mistakes

■   Part III: The Fall and Rise of 
Engineering

  Chapter 5: Engineering the Modern 
Computer
•  The Roots of the Stored-Program 

Paradigm
•  The Difference Between “Know-How” 

and “Know-That”
  Chapter 6: Software Engineering to the 
Rescue
•  Software Crises
•  Engineering Solutions

■   Part IV: The Science of Computing
  Chapter 7: What’s in a Name
  Chapter 8: Science of the Artificial

•  Experimental Computer Science
•  The Fundamental Question
  Chapter 9: Empirical Computer Science
•  How do People in Computing Really 

Work
•  Experimental Computer Science
•  Science of the Natural

■   Part V: Conclusions

Within each chapter, the reader will find 
the same logical organization, which itself 
reflects the field, and subject matter that 
highlights the more interesting aspects of 
the discipline of computing. For exam-
ple, some of the subheadings within the 
Engineering Solutions section of Chapter 6 
would seem more likely to appear in a spy 
novel rather than a computer science text, 
yet he makes it work: 
•  Slaying the Software Monster
•  Engineering Progress
•  A Convenient Enemy
•  A Moving Target

The writing is clear and compelling. I 
imagine that the level of difficulty would 
be appropriate for students in late high-
school or beyond. The text is full of quotes, 
figures, and interesting anecdotes about 
the field of computing. Tedre humaniz-
es the field by discussing it in terms of 
cultures and subcultures. The paragraph 
below about the perceived social traits 
of programmers in the 1960s is a typical 
example of Tedre’s writing: 

. . . . The received view of program-
mers as an arrogant “priesthood” 
with poor social skills . . . was ef-
fectively used as a rhetorical tool in 
those debates [on the management 
of software engineering projects]. 
The motley bunch of self-proclaimed 
artists known as “programmers” was 
argued to be “the most unmanage-
able and the most poorly managed 
specialism in our society. Actors and 
artists pale by comparison” (p.116). 

Strengths 
Rather than a history of whens and whats, 
Tedre tells the story of computing as a nar-
rative of conflicting cultures and personal-
ities—from the petty squabbles between 
von Neumann and colleagues to the “aura 
of mystique around programmers.” He taps 

into the human story of computing that 
has captured the hearts and minds of the 
public through movies and series like The 
Imitation Game, Hidden Figures, and Halt 
and Catch Fire. I have no doubt that it will 
help budding computer scientists under-
stand the social dynamics of computing 
and how they might fit into it. I imagine 
that a young scholar’s decision whether 
to enter a specific field of science has as 
much or more to do with the socio-cultural 
experiences and traditions of a field as the 
content of the field itself. This text provides 
an excellent overview of both.

Since the organization of the text is 
based on the traditions of computing, it 
would be logical for instructors to follow 
the outline of this text as the basis of the 
curriculum for an introductory course in 
computer science. For example, this text 
makes a strong argument for breaking the 
discipline of computing into three major 
sections. While this text could be used for 
traditional, lecture-oriented classes, it is 
also the sort of text that would lend itself 
to courses that have a collaborative, active 
mode of learning where students break 
into collaborative learning groups to deep-
ly explore and report back to the entire 
class on aspects of their chosen computer 
science tradition. 

Weaknesses 
In all fairness, this book was not designed 
as a traditional textbook and is missing 
some of the supplementary materials 
educators have come to expect in a book 
published by one of the major textbook 
publishing houses (e.g., premade slides, 
tests, and instructional activities). It does 
have many tasteful illustrations and 
suggested readings at the end of each 
chapter; however, some extra work may be 
required for instructors who are accus-
tomed to using premade supplemental 
instructional materials. 

Second, given the well-documented 
gender- and ethnicity-based pipelining 
of students away from careers in science, 
technology, engineering, or mathemat-
ics, I would expect a chapter related to 
the historical contributions of females 
and minority groups to the discipline of 
computer science. Tedre faithfully docu-
ments the traditional history of computer 
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“A 
robot can show empathy, but it can 
never feel empathy. The latter is a 
human characteristic. We should 

cling to that since, in all other respects - 
strength, intelligence, adaptability, longev-
ity - humans will soon be the weakest link 
of the chain.” Mady Delvaux,  
 Member of European Parliament [1]

In January 2017, the European Parlia-
ment’s Legal Affairs Committee approved 
a report with a vote of 17 to 2 that pro-
posed to create a set of regulations to 
govern the use of robots and artificial 
intelligence, including the development 
of a form of “electronic personhood” to 
oversee the rights and responsibilities of 
such entities. The report’s author MEP 
Mady Delvaux stated, “A growing number 
of areas of our daily lives are increasingly 
affected by robotics. In order to address 
this reality and to ensure that robots are 

and will remain in the service of humans, 
we urgently need to create a robust Euro-
pean legal framework”. [2]

The issue of robotic and AI person-
hood is one that needs to be thought-
fully discussed with computer science 
students from both the ethical and legal 
perspectives. To do so it is first necessary 
to consider how we define personhood. 
Philosophers tell us that a person pos-
sesses continuous consciousness and can 
frame a set of actions to be taken based on 
an understanding of how the world works. 
A person is a being with a certain moral 
status, or a bearer of rights, and underlying 
the moral status are certain capacities. “A 
person is a being who has a sense of self, 
has a notion of the future and the past, can 
hold values, make choices; in short, can 
adopt life-plans. At least, a person must 
be the kind of being who is in principle 
capable of all this, however damaged these 

The 4th Continuity: 
Personhood of Robots

by C. Dianne Martin,
The George Washington University

science, which has been a story dominated 
by white males. Adding a chapter that tells 
an alternate history of computing—a story 
of females’ and minorities’ contributions 
to computing—might help address the 
pipelining problem. Tedre is one of the 
foremost scholars in the field of eth-
no-computing, so it is likely that the minor 
attention paid to female and minority 
contributions to computing was meant to 
reflect the standard Western historical can-
on of literature on the discipline comput-
ing. Perhaps future editions of this text will 
include alternate histories of the discipline 
of computing. 

Conclusions
In every field a couple of scholars emerge 
that have the uncanny ability to tell the 
story of their discipline in such a way that 
it is accessible to the public. For example, 
what Carl Sagan did for cosmology and 
what Richard Feynman did for phys-
ics, Matti Tedre could eventually do for 
the discipline of computing. He has the 
potential to tell the story of computing in 
such a way that it brings the magic and 
wonder of computing to the attention of 
the masses. The Science of Computing: 
Shaping a Discipline is a great first step in 
that narrative.  
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capacities may be in practice.” [7]
Over the past five centuries the human 

view of self and personhood has gone 
through a series of assaults on the sense of 
human importance and uniqueness. Freud 
first noted this in his 1917 Introductory Lec-
tures to Psychoanalysis where he enumer-
ated three great assaults on human pride 
or what he called discontinuities: first, was 
the theory put forth by Copernicus in 1543 
that the Earth was not the center of the 
universe; second, was Charles Darwin’s 
theory of evolution stated in 1871 in The 
Descent of Man, blurring the boundary 
between animals and humans; and third, 
was Freud’s exploration of the subcon-
scious, showing that the ego was not in 
charge, but controlled to a great extent by 
the subconscious. 

In his 1993 book, The Fourth Disconti-
nuity or the Co-Evolution of Humans and 
Machines, MIT history professor Bruce 
Mazlish discussed the emerging com-
plex relationship between humans and 
machines, pondering the implications of 
humans becoming more mechanical (with 
body parts replaced by artificial parts), and 
of computer robots being programmed to 
think. He described this as the next assault 
on human pride. However, Mazlish turned 
the Freudian metaphor on its head and 
stated that the four assaults were actually 
greater continuities, not discontinuities. 
Each one had blurred some unique trait 
of humans and placed humans on a larger 
continuum [5]. So, his “4th continuity” was 
the abolition of the discontinuity between 
man and machines—in the future would 
the human brain be characterized as just a 
computer made of meat?

So, we can now discuss the personhood 
of robots and AI in the context of human 
personhood. A person is recognized as a 
person under law, not because of their hu-
man-ness, but because certain rights and 
responsibilities are ascribed to them. The 
EU has been very clear that it is similarly 
addressing this issue from a legal, not a 
philosophical or moral, perspective. The 
proposed legal status for robots would be 
analogous to corporate personhood, which 
allows firms to take part in legal cases 
both as the plaintiff and respondent. The 
premise is that corporations, distinct from 
the humans that own them or run them, 

have some of the legal rights and respon-
sibilities of a human being; for instance, a 
corporation can enter into a contract, or 
be sued. “It is similar to what we now have 
for companies... What we need now is to 

create a legal framework for the robots 
that are currently on the market or will 
become available over the next 10 to 15 
years.” [1] The report [3] proposes many 
key recommendations that include:
•  the creation of a European agency for 

robotics and AI;
•  a legal definition of “smart autonomous 

robots” with a system of registration of 
the most advanced of them;

•  an advisory code of conduct for ro-
botics engineers aimed at guiding the 
ethical design, production and use of 
robots;

•  a new reporting structure for companies 
requiring them to report the contribu-
tion of robotics and AI to the economic 
results of a company for the purpose of 
taxation and social security contribu-
tions; and

•  a new mandatory insurance program for 
companies to cover damage caused by 
their robots.

In addition, the report’s authors stress 
that responsibility for robotic actions 
should be allocated to all parties involved 
(the robot, the manufacturer, the engineer 
who wrote the software) proportionally 
to the level of instructions given to the 
robot and to the level of its autonomy. The 
greater the autonomy, the more the blame 
should be put on the machine itself and 
not on any third party. “Thus, the argument 
for robot rights is less about the damage 
we might do to them, but more about the 
damage we might do with them (i.e., they 
might do to us), and where responsibility 
lies when things go wrong. Robot per-

sonhood would define who bears respon-
sibility for a robot’s actions and prevent 
companies from sidestepping accountabili-
ty when something goes wrong.” [6] 

The person approach has made legal 

sense for corporations, which operate 
based on internal hierarchies and are 
usually composed of many individuals. 
The most concerning part of taking the 
“electronic person” approach for robots 
and AI, however, is that it could blur the 
line between persons and things. Rather 
than elevating machines to a higher status, 
it could foster a line of thinking to further 
demote humans. Just as corporate person-
hood has been used in ways not anticipat-
ed by its original proponents, the granting 
of ‘rights’ to robots may have far-reaching 
unintended consequences that we cannot 
fully predict. Some have argued that the 
type of law proposed in this resolution 
would be tantamount to granting human 
rights to robots.

It is important to note that the report is 
only making recommendations, not laws 
at this point. It is an attempt to establish 
liability for autonomous systems to make 
clear that people need only establish a 
causal link between the harmful behavior 
of the robot and the damage suffered 
by the injured party to be able to claim 
compensation from a company. This is 
intended to stop companies from shift-
ing blame onto the autonomous systems 
themselves. The future concern is that 
robots as autonomous agents might be-
come so unpredictable, they interrupt the 
chain of causal attribution. The company 
could claim that the AI entity’s action was 
not foreseeable, so they cannot be held 
accountable for it [8].

The personhood of robots and AI was 
once found only in the realm of science 
fiction. Like many technological advanc-

Just as corporate personhood has been used  
in ways not anticipated by its original 

proponents, the granting of ‘rights’ to robots 
may have far-reaching unintended 

consequences that we cannot fully predict.
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es of the last century, this concept has 
now stepped out of fiction and is rapidly 
becoming a reality. Today’s CS students 
will be on the front line of development of 
the new intelligent technologies that may 
be covered by new legal restrictions, as 
well as gain new legal rights and respon-
sibilities. As noted in a previous article [4], 
the ethical demands required to create 
the new intelligent “robot persons” will fall 
squarely on the developers. Future devel-
opers will be expected to adhere to strict 
ethical guidelines as well as to engineer 
ethical responses into the robots and AI 
entities to protect the humans who will be 
interacting with them. Protecting the last 
shreds of humanity in a brave new world 
will require as much ethical expertise as 
technical expertise.  
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The 4th Continuity: Personhood 
of Robots

T
he first part of the current column 
involves a challenge whose solution 
requires abstraction of a given task, 

in the sense of not focusing separately on 
the behavior of each concrete element, but 
rather on the behavior of the collection of 
elements. The second part of the column 
involves an analysis that gradually unfolds 
the characteristics of repeated operator 
applications, through a series of justified 
observations. The last observation is 
somewhat surprising in its elegant, minimal 
characteristics, which yield a very simple 
algorithmic solution.

New Challenge
MOLECULE COLLISIONS
N molecules are spread linearly in a tube. 
Each molecule is moving in the same 
velocity, of v centimeters per second, 
either left or right. When a molecule hits 
the left-end or the right-end of the tube, or 
another molecule moving in the opposite 
direction, it turns around, and starts mov-
ing in the opposite direction at the same 
speed. Given the initial location and the 
moving direction of each molecule, as well 
as v and the length of the tube; calculate 
the number of molecules that will be in 
distance d centimeters or less, from the 
left-end, after t seconds. Assume that the 
size of a molecule is negligible.

PREVIOUS CHALLENGE
Row/Column Transformations II
Given an N×N matrix of black and white 
squares, we may repeatedly apply an 

operator that switches the color (black to 
white and white to black) of each square 
in a selected row or a selected column. 
The goal is to determine whether a given 
matrix may be obtained from an initially 
all-white matrix in a series of applications 
of the operator.

Example. The left 3×3 matrix below 
may be obtained by three applications of 
the operator (e.g., switching the square 
colors in: the first row, the third row, and 
the middle column). No series of the op-
erator application may yield the right 3×3 
matrix.

SOLUTION
The analysis of the task may start with 
trying repeated applications of the opera-
tor on various initial matrices. After some 
repeated applications, we may notice two 
elementary observations.
•  The order of repeated operator appli-

cations does not matter. That is, if we 
switch the order of two operator appli-
cations we get the same result.

This is due to the characteristic that 
any order of k operator applications 
yields exactly the same number of mod-
ifications of a “touched” square; and the 

Molecule Collisions

COLORFUL CHALLENGES

OPINION by David Ginat,
Tel-Aviv University
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square’s resulting color is determined 
by the parity of this number.

•  The same sequence of operator applica-
tions may yield a given matrix from an 
all-white matrix, and an all-white matrix 
from the given matrix. 

This is due to the previous observa-
tion, plus the characteristic that: in both 
sequences of operations each matrix 
square is touched exactly the same 
number of times; and the same number 
of operations that yield black from 
white also yield white from black.
The reader may examine the above two 

observations with the left 3×3 matrix in the 
problem statement. The latter observation 
implies that we may also examine the goal 
as one of reaching an all-white matrix from 
a given matrix.

In order to gain further insight, we may 
examine the smallest-size, 2×2 matrices. 
These matrices involve four squares. We 
may notice an additional observation:
•  A 2×2 matrix cannot be transformed 

into an all-white matrix if-and-only-if 
three of its squares are of one color and 
the fourth square is of the opposite col-
or. We call such matrices “odd” matrices.

We may validate the latter by exam-
ining the possible “odd” matrices and 
the possible “even” matrices (in which 
the number of squares of each color is 
0, 2, or 4).

Even though the latter observation 
relates only to 2×2 matrices, it is a key 
observation that yields the very simple 
characteristic of N×N matrices that may be 
transformed into all-white matrices:
•  A given N×N matrix may be transformed 

into an all-white matrix if-and-only-if it 
does not contain an “odd” 2×2 sub-ma-
trix. Matrices that do not contain “odd” 
2×2 sub-matrices are ones in which each 
row looks exactly like the first row or 
exactly like the negation of the first row 
(i.e., each square has the opposite color 
of its corresponding square in the first 
row), and may be easily transformed 
into an all-white matrix. 

An “odd” 2×2 sub-matrix inside a 
given N×N matrix will always remain an 
“odd” sub-matrix, since any operator 
application will “touch” exactly 2 of its 
squares, and will not change its “oddity” 

characteristic. Thus, there will always 
remain an odd number of black squares 
in that sub-matrix (and thus in the N×N 
matrix). If there is no “odd” 2×2 sub-ma-
trix, then we may examine the N×N 
matrix rows one by one, from the top to 
the bottom and notice that: the second 
row is either equal to the first row or is 
its negation, the third row is either equal 
to the second row or is its negation, and 
so on. By transitivity, this implies that 
each of the rows either equals the first 
row or is its negation. We may easily 
transform the N×N matrix into one in 
which all the rows are equal to the first 
row; and then transform this matrix into 
an all-white matrix.

The last three observations imply two 
trivial, alternative algorithms (of which we 
may choose one), that determine whether 
a given matrix may be obtained from an 
initially all-white matrix. The first algo-
rithm will check every 2×2 sub-matrix in 
the given matrix. The second, alternative 
algorithm will compare each row in the 
given matrix to the first row. The output 
will be determined according to the last 
observation.

All in all, we analyzed the characteristics 
of repeated applications of an operator on 
a given black-white matrix. The analysis 
involved a series of gradual observations; 
which led to two algorithmic schemes, 
equivalent in their (rather surprising) sim-
plicity. The key, third observation focused 
on a very small 2×2 sub-structure; and was 
then used, in the following observation 
for the whole N×N structure. One cannot 
do better than the offered algorithmic 
schemes, complexity-wise, since all the 
given matrix cells must be read, and the 
recently-read row must be kept in memory 
while processing the next row.

In our experience, even though the 
end result is very simple, many students 
struggle with this task, and sometimes feel 
that they “do not have a clue” of how to 
approach the task. Experience in solving 
such tasks raises competence in algorith-
mic design, as assertions (observations) 
such as those displayed and justified here 
yield the operational, algorithmic outcome. 
Assertional reasoning is a fundamental 
competence necessary for algorithm and 

program design (as advocated by Dijk-
stra and others). It “paves” the way, and 
provides confidence in one’s outcome, in 
terms of both correctness and efficien-
cy. The gradual “observation-unfolding” 
process introduced here exemplifies such a 
phenomenon, and should be displayed and 
practiced by students.  

David Ginat
Tel-Aviv University
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such as single-institution, early-stage, or 
exploratory research projects [4], exter-
nal evaluation might not be necessary or 
even feasible. In this case, internal evalu-
ation would be sufficient. A compromise 
solution is for the project team to design 
and conduct an internal evaluation and 
then to hire an outside agent to review the 
evaluation design and assess the validity of 
the findings and conclusions [2]. In other 
situations, it is appropriate to select as 
evaluator an individual with appropriate 
experience, that (a) reports to a different 
institutional unit than the PI, (b) is not list-
ed among senior project personnel, and (c) 
does not have a stake in the project.

Formative and Summative Evaluation: 
A computer science education project is 
strengthened by feedback to guide the 
ongoing development of the project (for-
mative evaluation) and to determine the 

W
e conduct evaluation to identify 
both deficiencies and strengths 
in our projects. You can prac-

tice good project management without 
evaluation, but you cannot practice 
evaluation effectively without good project 
management.

Adapted from Steve Crowther

A project is complete when it starts 
working for you, rather than you working 
for it. 

Scott Allen

Project evaluation is an important and 
required element of most projects funded 
by the NSF. Evaluation involves gathering 
and analyzing both qualitative and quan-
titative information that pertains to how 
well a project has succeeded in its efforts. 
Principal investigators (PIs) consistently 
ask National Science Foundation (NSF) Di-
vision of Undergraduate Education (DUE) 
program officers to elaborate on evalua-
tion. NSF Merit Review Principles state that 
assessment and evaluation of NSF-funded 
projects should be based on metrics ap-
propriate to the scope and the focus of the 
project [9]. Let’s take a look at evaluation 
in general, then illustrate it by reviewing 
the evaluation requirements of three DUE 
solicitations: Advanced Technological Ed-
ucation (ATE, NSF 17-568) [5], Improving 
Undergraduate STEM (Science, Technol-
ogy, Engineering and Math) Education: 
Education and Human Resources (IUSE: 

EHR, NSF 17-590) [6], and Scholarships in 
Science, Technology, Engineering and Math 
(S-STEM, NSF 17-527) [7]. 

PIs most frequently ask about four 
dimensions of evaluation: external vs. 
internal evaluation, formative vs. summa-
tive evaluation, aligning plans to goals, 
and evaluation techniques, as well as when 
and how much the evaluator should be 
involved. 

External vs. Internal Evaluation: 
External evaluation is conducted by a 
knowledgeable, objective, and unbiased 
evaluator outside the organization in which 
the project is housed, and who does not 
have a stake in the outcome of the project 
[2]. An external evaluator is especially 
important in a high-stakes situation, such 
as a multi-institutional scale-up research 
project [4], or one about which there are 
polarizing opinions [2]. In some situations, 

1   Any opinions, findings, and conclusions or 
recommendations expressed in this material are those 
of the author(s) and do not necessarily reflect the views 
of the National Science Foundation.
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effectiveness of the project in achieving 
its goals (summative evaluation), as well 
as expected and unexpected outcomes. 
Formative evaluation is like a chef tasting 
a pot of soup while preparing it, adjusting 
the seasonings as needed to achieve the 
desired taste. Summative evaluation, on 
the other hand, would be the customers 
tasting the soup and weighing in on how 
delicious (or not) it was and why. 

Aligning Plans to Goals: The goals 
of a project must be clearly stated in the 
proposal and the evaluation plan must 
describe how each goal will be assessed. 
An evaluation plan can be expressed as a 
matrix that maps project stages to time 
allocation, planned activities, partici-
pants, resources, and planned outcomes. 
A separate matrix can map outcomes to 
objectives and assessments. Frechtling et 
al.’s The 2010 User-Friendly Handbook for 
Project Evaluation [2] provides an example 
of how logic models can be used for this 
purpose. A typical model maps various 
categories of project elements, such as 
inputs, activities, outputs, short- and 
long-term outcomes, and context, to one 
another. Logic models are also helpful for 
mapping the evaluator’s time commitment 
to project goals and evaluation activities in 
the project’s budget justification. 

Evaluation Techniques: Evaluation can 
employ a variety of techniques, such as 
surveys, in-depth interviews, social net-
work analysis, focus groups, observations, 
tests, and advisory committees. Each has 
advantages and disadvantages that need 
to be weighed in the context of a specific 
project. These trade-offs are discussed in 
the Handbook [2].

PIs often ask when the evaluator should 
be brought onto the project. The evaluator 
should be involved from the very begin-
ning, as the proposal is being written. In 
addition to working with the PI to select 
appropriate assessment tools and tech-
niques, an evaluator can help map out the 
evaluation plan of the project, incorporate 
the perspectives of all stakeholder groups 
impacted by the project, and identify base-
line data. Another common concern is how 
to find a good evaluator. Frechtling et al. 
offer several suggestions, including depart-
ment chairs from areas such as education, 
psychology, administration, or sociology; 

procurement offices in state departments 
of education; local school systems; and 
private foundations [2]. In addition, PIs can 
peruse the database of NSF awards [8] 
and ask PIs who have completed similar 
projects for suggestions. 

Although there are no firm rules regard-
ing how much of a budget should be allo-
cated for evaluation, the amount budgeted 
must be thoroughly justified in the budget 
narrative. The evaluator’s name and rate 
should be specified and the evaluator’s 
time should be consistent with the goals of 
the project and evaluation activities. Large, 
complex projects might require more than 
one evaluator. 

There are firm rules about the length of 
the proposal. The complete evaluation plan 
must be included as part of a proposal’s 
15-page Project Description. Including 
the plan or accompanying surveys as a 
supplementary document to circumvent 
the page limit is not allowed, and could 
result in a proposal being returned without 
review. The evaluator’s biographical sketch 
(biosketch) needs to be included with the 
proposal. If an evaluator is listed as “senior 
personnel” on the project, the biosketch 
is included with those of other senior 
personnel on the project. If the evaluator 
is not listed as “senior personnel,” then the 
biosketch is uploaded as a single PDF file 
into the Other Supplementary Documents 
section of the proposal. If an evaluator is 
not named at the time of project submis-
sion, a job description for the position 
should be included in lieu of the biosketch. 
The biosketch or job description is not 
counted against the 15-page limit. 

Requirements for evaluation vary 
among NSF solicitations and among 
different tracks in a single solicitation. 
Advanced Technological Education focuses 
on the education of technicians for high-
tech fields with an emphasis on two-year 
colleges [5]. An evaluator external to the 
institution is always required for ATE. 
Evaluation must address both project im-
plementation (activities and deliverables) 
and outcomes, and describe data sources, 
data collection instruments, methods for 
addressing the evaluations questions or 
criteria, and data analysis and interpre-
tation. ATE explicitly requires evaluation 
of all work, except planning grants for 

centers. In addition, the Project Description 
must include a subsection titled “Evalu-
ation Plan” and the project budget must 
include an evaluator independent of the 
project. On ATE Targeted Research Proj-
ects, an external review committee, rather 
than a single external evaluator may be 
used. The evaluation plan of an ATE Center 
proposal should also provide, in addition to 
the points mentioned above, “evidence of 
impacts on institutions, faculty, students, 
industry, and coordinating efforts with 
ATE projects in their disciplinary area.” The 
ATE solicitation lists additional evalua-
tion resources in the section on Proposal 
Preparation Instructions.

Scholarships in Science, Technology, 
Engineering and Math addresses the need 
for a well-qualified STEM workforce by 
providing financial and academic support 
to academically-talented, low-income 
students pursuing undergraduate and 
graduate STEM degrees [7]. The S-STEM 
solicitation lists four evaluation require-
ments. (1) The evaluator must be external 
to the project and cannot be included 
among the Senior Personnel on the 
project. (2) The proposal should identify 
appropriate assessment plans for ongoing 
project improvement (formative evalua-
tion) and for overall evaluation at the end 
of the project for accountability purposes 
(summative evaluation). (3) The evalua-
tion plans should be clearly aligned with 
the stated goals of the project. Finally, (4) 
the evaluation design should match the 
scope of the project. Requirements 1, 2, 
and 4 echo those for ATE. However, the 
emphasis here is on both formative and 
summative evaluation. As the project team 
cycles through activities each year, there is 
an expectation for continual improvement 
of the activities, based upon short-term 
assessment results.

The Improving Undergraduate STEM 
(Science, Technology, Engineering and 
Math) Education: Education and Human 
Resources program focuses on under-
standing and improving undergraduate 
STEM education [6]. Projects can take on a 
wide variety of forms, including design and 
implementation of new effective practices, 
foundational and exploratory research, de-
sign and development research, replication 
research and impact research. Thus, IUSE: 

http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=15&exitLink=http%3A%2F%2Finroads.acm.org
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EHR defines evaluation requirements more 
broadly than ATE or S-STEM. Proposals 
to the Engaged Student Learning track 
should include an evaluation plan that 
provides formative and summative eval-
uation of the effectiveness of the project 
in achieving its goals. Institutional and 
Community Transformation track evalua-
tion should provide formative feedback to 
guide the development of the project and 
summative assessment of the effectiveness 
of the project in achieving its goals, taking 
care to assess both expected and unex-
pected outcomes. This track of IUSE: EHR 
also specifically encourages the develop-
ment of instruments and metrics to assess 
institutional or community shifts toward 
evidence-based practices, and plans to dis-
seminate the new tools to the appropriate 
community. PIs often ask how external an 
external evaluator needs to be. Consider an 
IUSE: EHR exploratory research Engaged 
Student Learning project from a computer 
science department situated in the insti-
tution’s College of Arts and Sciences. The 
PI might appropriately engage a faculty 
member from the College of Education as 
the external evaluator in this case. 

A comprehensive discussion of the fac-
ets of evaluation can be found in Frechtling 
et al.’s The 2010 User-Friendly Handbook 
for Project Evaluation [2], definitely a 
must-read for all proposal writers along 
with the Common Guidelines for Education 
Research and Development [4].

In all cases, the project narrative should 
clearly articulate project goals and objec-
tives. The evaluative activities required by 
the specific solicitation should be mapped 
directly to those goals and objectives, and 
be appropriate to the scope and focus 
of the project. If the scope and focus of 
activity are limited, then evaluation of that 
activity in isolation is not likely to be mean-
ingful. Assessing the effectiveness of such 
activities may be best done at a higher, 
more aggregated, level than an individual 
project [9].

An evaluation plan is a guide for map-
ping what project investigators intend to 
do to what they accomplish, and to future 
directions for the project. The plan helps 
PIs identify how they will know whether 
they succeed [9]. Demonstrating how 
NSF projects succeed in promoting the 

progress of science and innovation in the 
United States is essential [1,3] and evalua-
tion is an essential component of achieving 
this goal. Rather than viewing it as an 
extraneous burden, PIs are encouraged to 
embrace evaluation as a way to ensure that 
a project is working for them.  
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t is well known that local 
industry advisory boards are 
very important for academic 

units at various levels—many 
degree programs, depart-
ments, schools, and univer-
sities have their own boards. 
They provide a forum for an 
exchange of ideas between 
academic units and key indus-
try counterparts, allow major 
employers to provide feed-
back regarding the graduates 
they are hiring, help enter new 
ideas about curriculum areas 
to the academic conversa-
tion, and enable many other 
forms of collaboration. In this 
column, I recommend that a 
similar channel of communication between 
academia and industry be established for 
information systems (IS) education also at 
national and global levels, particularly to 
support projects that develop significant 
educational resources, such as curricu-
lum recommendations and competency 
models.

The giants of the technology industry—
such as Google, Microsoft, IBM, Oracle, and 
others in the same group—are typically 
well connected with the computing edu-
cation community, some through formal 
mechanisms such as having a company 
representative as a member of the ACM 
Education Board or inviting academics to 
serve on the firm’s own academic advisory 
board. These are vitally important con-
nections, and both academic and industry 
representatives benefit from these links in 
a significant way. 

The IS discipline does not, however, cur-
rently have its own structured connections 
with the types of companies that consti-
tute the main employers of our graduates. 
The tech giants named above are mainly 
interested in computer science graduates 
for jobs that either push the boundaries for 
technology further or support existing solu-
tions from the technical perspective. The 
typical profiles of IS graduates are, however, 
different. For example, the MSIS 2016 com-
petency model [2] focused on six key jobs 
as representative roles for master’s level IS 
graduates—Business Information Manager, 
Project Manager, Business Analyst, Systems 
Analyst, Enterprise Architect, and IT Con-
sultant (see [1] for the original definitions). 
These all are roles that require competen-
cies at the intersection of computing and 
organizational goals, requiring ability to un-
derstand, on one hand, how computing can 

best be used to support the achievement of 
organizational goals and, on the other hand, 
how computing opens new opportunities 
for organizations, enabling the new ways of 
operating and organizing.

Given this, I recommend that a new 
type of collaboration structure be formed 
specifically for broad-based education 
resource development efforts in IS and 
other computing disciplines that benefit 
from the perspective that integrates or-
ganizational goals with computing-based 
solutions. This structure could bring 
together representatives from a variety 
of organizations that deal with the issues 
related to organizational transformation 
based on computing: professional services 
firms (including IT consultancies), con-
sulting arms of technology firms, financial 
services companies, health care providers, 
established enterprise software vendors, 
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and also government units and small, 
innovative companies that are working to 
develop new enterprise-level solutions.

The primary purpose of the proposed 
advisory board would be to build a struc-
tured, systematic, and ongoing channel of 
communication between organizations that 
hire IS graduates and major educational 
resource initiatives, such as development of 
global curriculum and competency recom-
mendations. In many of the earlier resource 
development initiatives, local school or de-
partment-level advisory boards have served 
as important communication channels be-
tween industry and academia, but they have 
not always been highly effective in this role, 
and systematic feedback collection from 
industry could have been better. If there 
were an ongoing industry advisory board in 
place, it is likely that frequency, quality, and 
timeliness of feedback would improve.

It is likely that—at least at the be-
ginning—the proposed board would be 
entirely virtual in nature, without face-to-
face meetings. The participating companies 
could choose how they want to be involved, 
selecting from a palette of options. These 
could include surveys, individual interviews, 
and on-line focus groups. The participants 
would have online access to relevant draft 
materials depending on the status of 
ongoing educational resource development 
initiatives. Once a year, there could be a joint 
on-line meeting for the entire group in which 
the plans for the up-coming year would be 
reviewed. It would be important to ensure 
that the participants could trust that their 
time would not be misused and that there 
would not be any attempts to overburden 
them with too many contact points.

In a typical curriculum or competency 
model development process, there are 
multiple points at which industry feedback 
is highly valuable. These projects typically 
start with a preliminary review to establish 
the need for a revision and set a direction 
for it. A conversation with industry partners 
can be very helpful at this stage. Once a 
comprehensive review is launched, the proj-
ect produces at least two, and often three, 
major drafts before the final version; each 
one of these would benefit from a broad-
based review by industry representatives. In 
addition to providing feedback to the proj-
ects, these interactions would also convey 

with clarity to the corporate partners that 
the academic community cares about their 
needs and is willing to listen. In addition to 
the comment periods related to the proj-
ects, the advisory group could periodically 
review existing resources and recommend 
revisions when major needs are identified. 

The exchange of ideas and needs would 
always need to recognize the importance 
of maintaining a balance between varying 
needs of different stakeholders—feedback 
from the industry advisory board would 
not mean that it will be automatically im-
plemented. Even in cases when views vary, 
an open conversation will be very helpful 
for both parties to increase the level of 
mutual understanding and trust. An IS ed-
ucation advisory board could also provide 
a forum for conversations regarding ways 
in which higher education needs to adapt 
to rapid ongoing changes in the provision 
of educational services, particularly online.

Multiple professional and academic 
societies have a stake in IS education, 
including ACM, AIS, CompTIA AITP EDSIG, 
and CSAB (as the ABET lead society for 
CS, IS, and IT). Industry collaboration dis-
cussed above would appear to be an area 
where it is essential for the societies to 
work together and build a joint mechanism 
for working with industry. This would likely 
increase industry interest in participating 
and at the same time form an ongoing 
forum for discussion between the societies.

No current action has yet been taken 
to establish such an advisory board, but 
exploring the feasibility of creating one is, 
fortunately, possible without a high level 

of expenses. Once one of the societies 
finds the idea worth moving forward, it can 
approach the others, and once the level 
of society willingness to participate is de-
termined, interested societies can contact 
prospective companies and see if there 
is enough traction to build a systematic 

process and structure. The need is there 
immediately: at the time you read this 
column, an exploratory review task force 
has been launched to determine if there 
is need for a comprehensive review of the 
undergraduate curriculum recommenda-
tion in IS (successor to IS 2010). We don’t 
know what the task force’s recommen-
dation will be, but it is clear that industry 
feedback would be valuable for this project 
and many others to follow.  
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An Interview with UNL’s  
Elizabeth Ingraham and Leen-Kiat Soh

“C
omputers are dull and boring; 
humans are clever and imaginative. 
We humans make computers excit-

ing. Equipped with computing devices, we 
use our cleverness to tackle problems . . . 
and build systems with functionality limited 
only by our imaginations.” [6] 

Introduction
In 2006, Jeannette Wing (quoted above) 
presented a compelling case for making 
computation thinking “common place,” 
and sparked many initiatives toward this 
end. One example is the Computation-
al Creativity group at the University of 
Nebraska at Lincoln. The team submitted 
two student-facing exercises to the En-
gageCSEdu as part of their dissemination 
plan. Not surprisingly, reviewers found the 
exercises highly creative and engaging. I 
recently sat down with two members of 
the Computational Creativity team, com-
puter science professor Leen-Kiat Soh and 
art professor Liz Ingraham, to learn more 
about the project. (The following transcript 
has been edited for clarity and length.)

Where did the idea for 
Computational Creativity 
come from?
Leen-Kiat Soh: This 
came out of our Re-
naissance Computing 
project, an NSF C-PATH 
planning grant. We 
wanted to better engage 
students by developing 
introductory computer 
science courses for different disciplines. 
We had co-PIs from biology, from educa-

tional psychology, and from the human-
ities. The idea was to teach the same core 
CS1 topics but to modify the exercises, 
the labs, the examples to meet the unique 
needs of different disciplines.

But we soon realized that there is 
something underlying all these things, 
more than just the computer science 
topics. It’s problem solving. For example, 
biology faculty tell us, “I wish our students 
knew how to look at something and plan 
the steps like computer science students 
would do with an algorithm.” And other 

faculty say, “Students need to be able 
to see patterns, and then from patterns 
derive some sort of conclusions from those 
observations.”

At that time, computational thinking 
was starting to receive a lot of attention. 
Different people have different definitions 
of it, but I think it was all triggered by Jean-
nette Wing’s 2006 article [6]. I saw that Liz, 
in Art at UNL, was teaching this creative 
thinking course. I thought, “Heh, what if we 
develop something creative for students to 
do that doesn’t just address the underlying 
techniques known as computational think-
ing but adds creative thinking?”

Liz Ingraham: Leen-Kiat called me up, 
we met, and I joined the team! At that 

point, the team was 
Leen-Kiat from Com-
puter Science, Duane 
Schell from Educational 
Psychology, Brian Moore 
from Music, Steve Ram-
say from English, and 
me from Art.

Leen-Kiat: We recognized that cre-
ative thinking is another tool for solving 
problems. So together we said, “Why not 
combine creative thinking with computa-
tional thinking?”

Tell us about the exercises 
your team has developed
Liz: Our collaborator, Duane Schell, intro-
duced us to Robert Epstein’s Generativity 
Theory and it’s become our scaffolding in 
developing the exercises [1,2]. Epstein pos-
its that creativity can be learned through 
the use of specific strategies. Our idea is 
that we would come up with hands-on 
exercises that would require students to 
do both kinds of thinking: Computational 
Thinking and Creative Thinking, or “Com-
putational Creativity.”

We have developed a suite of exercises, 
and recently we developed a stand-alone 
course. None of the exercises require any 
coding or programming, and all of them re-

Figure 2:  
Elizabeth Ingraham

Figure 1:  
Leen-Kiat Soh

But we soon realized that there is  
something underlying all these things,  
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help students see how the activity con-
nects to the real world and to computation 
through “light bulbs” in the exercises. For 
example, in the Everyday Object exercise 
we have a light bulb that connects it to 
functions.

How effective is this 
approach?
Leen-Kiat: We have significant positive 
relationship between doing these exercises 
and performance in the course, as mea-
sured by final grade. If we compare good 
students in the treatment classes to the 
good students in the control class, we see 
improvements for those in the treatment 
group. The same is true for “not so good” 
students in the treatment group; we also 
see improvement [5].

Liz: As a matter of fact, one semester 
my students in that creativity course—a 
course had nothing to do with computer 
science, but they did the creative thinking 

quire students to collaborate. They’ve been 
used in CS1 courses, but they’ve also been 
used in non-CS courses, such as my honors 
course, Creativity 101. The nice thing about 
these exercises is there isn’t a barrier—like 
prior programming experience or access to 
technology—to doing them.

In these exercises, we’re getting stu-
dents to flip or reframe a familiar situation 
or an ordinary object; we force them to 
take a new point of view. For example, for 
our Everyday Object exercise we started 
with “wouldn’t it be fun if you took some-
thing that already existed, like an umbrella, 
and pretended you were the inventor?” In 
a patent application, you need a written 
description. What would you need to be 
able to say, “I have an umbrella”? It forces 
you to practice abstraction, a key compo-
nent to computational thinking.

Each exercise has an analysis and re-
flection segment. First, you do something. 
Then, you analyze what you did. We also 

exercises—scored higher on the end of se-
mester knowledge test than the engineer-
ing section of CS1! 

Why should other instructors 
use these exercises?
Leen-Kiat: The first aspect is that some-
times when we teach introductory courses 
we are too focused on the syntax, on how 
to program correctly. We lose sight of the 
goal of learning how to solve problems 
methodically, more systematically, and as a 
professional. These exercises help students 
learn to stop before they jump into coding, 
and look at how to effectively break down 
a problem. Look at the patterns. How 
can you do abstraction? How can you do 
generalization?

For me, this is more fundamental to 
computer science than programming. We 
sometimes lose sight of that when we 
teach. There are so many topics and we 
want to make sure our students can pro-

Figure 3: Students doing a Computational Creativity exercise
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gram well so they can intern and get good 
jobs. But solving problems is more import-
ant than programming. However, some-
times faculty don’t have enough resources 
to figure out how to teach that. “How am 
I going to teach pattern recognition?” I 
think these exercises can help. The second 
aspect is the synthesis between computa-
tional thinking and creative thinking.

Liz: Yes, in Computational Creativity, 
you practice these two ways of thinking. 
As Leen-Kiat always says, computational 
thinking makes your problem solving 
more rigorous and creative thinking 
makes your problem solving more imagi-
native. So together you have more power-
ful tools to solve problems. Who wouldn’t 
want to do that?

“Computational thinking makes your 
problem solving more rigorous and cre-
ative thinking makes your problem solving 
more imaginative. So together you have 
more powerful tools to solve problems. 
Who wouldn’t want to do that?”

Leen-Kiat: It allows you to look at 
problems from different angles. This is 
important because I find that our students 
are sometimes too rigid, and many don’t 
think of themselves as creative. But we 
can help students understand how to use 
creativity to solve problems better, to 
innovate. It’s a skill that is trainable. I would 
also like computer science faculty to think 
about this: Creative thinking can help our 
students learn better and do better.

Liz: In today’s world students aren’t well 
served if they are too rigid and too focused 
on “what’s the quickest, easiest way to get 
this done?” Our problems are so complex, 
ambiguous, and open-ended. They are in-
terdisciplinary and require teams of people 

to work on them. We expect, and need, in-
novation. We’ve got to prepare our students 
to think more powerfully, more flexibly, and 
more imaginatively. But at the same time, 
they need to bring rigor to their investiga-
tion and their process. They need both.

Learn More about 
Computational Creativity
Check out the Computational Creativity 
Exercises in the EngageCSEdu collection:
•  Computational Creativity Exercise 

(CCE): Everyday Object [3]
•  Computational Creativity Exercise 

(CCE): Storytelling [4]

To learn how to effectively implement 
Computational Creativity exercises in your 

courses, join the University of Nebraska 
team at their Saturday afternoon work-
shop, Computational Creativity Exercises 
for Improving Student Learning and Perfor-
mance, at SIGCSE 2018.

Submit Your Own Materials
Have you developed engaging intro-

ductory CS materials as part of a research 
or development grant? Consider using 
EngageCSEdu as a way to disseminate 
your work. Contact engagecsedu@ncwit.
org for more information.  
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Computational Making

W
e often use the term computation-
al thinking so automatically that 
we have stopped thinking about 

it. This term has served as a concise phrase 
for conveying the essence of computation-
al skill to a variety of audiences ever since 
its popularization by Wing in Communica-
tions over a decade ago [12]. This Inroads 
article is intended to reflect on what 
presuppositions about our work are made 
visible in the use of this pithy phrase, what 
conceptions of our work are obscured, and 
why we might want to reorient some of 
our ‘thinking’ about the work that we do to 
computational “making.”

Thinking about 
(Computational) Thinking
When we think about thinking, what 
conceptualization emerges? A key part of 
this conceptualization is its ‘in the mind’ 
character. Grover and Pea [4] explicitly ref-
erence this mental element in summarizing 
conceptions of computational thinking 
(CT) to date: “CT’s essence is thinking like 
a computer scientist when confronted with 
a problem.” According to Wing [12], it is an 
“analytical ability” and “a range of mental 
tools.” Aho [1] defines computational 
thinking as “thought processes involved 
in formulating problems so their solutions 
can be represented as computational steps 
and algorithms.” Tedre and Denning [9] 
define computational thinking as “a collec-
tion of computational ideas and habits of 
mind that people in computing disciplines 
acquire.” There is thus a common concep-
tion that when I do computational thinking, 
it is “up here” inside my mind, bounded by 
skin and skull. This is so taken for granted, 

that for many readers this paragraph may 
simply be a tautology. For surely thinking is 
just what minds do, hence what else might 
computational thinking be? Which is, in 
fact, the very point of this paragraph: our 
commonsense view of thinking is it is just 
what minds do, and minds are ‘up here’ 
between our ears.

The other main part of this conceptu-
alization of thinking (and computational 
thinking in particular) is that, as a result 
happening ‘up here in our minds,’ thinking 
is taken as something that individuals do; 
my mind is a wholly separate entity than 
yours. As a result, the key concerns of 
educators, educational researchers, and 
instructional designers become centered 
around how individuals can acquire all this 
cognitive stuff (i.e., knowledge, concepts, 
habits, strategies, plans, and similar) 
that characterize expert thinking in the 
discipline. Under this perspective, the key 
educational research questions for the field 
become 

•  what computer science concepts should 
be taught? and what is the progression 
of computational concepts that should 
be individually acquired? [13] 

•  what are successful and unsuccessful 
mental models of challenging comput-
ing concepts? and what are common 
challenges in conceptual understanding 
in computing course[s]? [3] 

That minds are individual and separate 
from one another is so obvious a fact that, 
in general, there is little reason to state it.

The point of enumerating these two 
fundamental (and obvious) aspects of 
thinking that are evoked in using the term 
computational thinking (in the mind, and 
of the individual) is not to challenge the 
fact that individual computer scientists are 
formulating problems, pattern matching, 
finding efficient algorithms, and the rest, 
for surely, we are. The problem with taking 
for granted this ‘thinking’ view of compu-
tation is that “what is depicted comes to P
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be naturalized as an obvious and disinter-
ested view” of our field [8]. What Such-
man [8] so trenchantly points out is that 
no representation of work is neutral and 
disinterested; all have social, economic, 
and political implications, and in our case 
educational ones as well. As our represen-
tation for the work of those of us who do 
computational work—computer scientists, 
data scientists, software developers, and 
similar—computational thinking is notable 
as much for what it obscures as for what it 
makes visible.

Computational Making
I propose instead that we consider a shift 
in self-representation of our field from 
computational thinking to computational 
making. In shifting from thinking to mak-
ing, two key aspects of our work come into 
focus. One is that computational activity 
is brought out of our minds and into the 
world [10]. In making, we affect the great, 
wet, mess of life. We program computers 
to map vanishing forests and newly discov-
ered suns, drive cars and guide missiles, 
make music and match lovers. We do not 
simply sit in our empyrean laboratories and 
ponder the world in all its complexities for 
its hidden patterns, formulate the prob-
lems of life so that they are amenable to 
algorithmic solution, yet forever hold back 
from executing in the world the programs 
that embed these solutions. It isn’t simply 
that there is a moral dimension to com-
putational work, for this is surely the case 
for any actions that have consequences 
for others. In addition, but less obvious 
(even to ourselves) is that in the very way 
in which a “problem” is come to be seen 
as this kind of problem that is solved in 
just this way, the executing program that 
manifests the solution isn’t just computing 
within a black box—the software-in-execu-
tion participates in remaking the world that 
the problem and its algorithmic solution 
were intended to (simply) reflect. Take, for 
example, the recent research indicating 
that search engines not only reflect racial, 
gender, and other biases [2], but that they 
also reproduce these biases [6]. Naturaliz-
ing a concept of computation as thinking 
that remains inside the minds of computer 
scientists divorces all of us from this reflex-
ive aspect of computational making where 

computation-in-the-world does not simply 
reflect but also (re)produces the world in 
which it executes. 

The second aspect of our work that 
making brings into focus is that whereas 
thinking is individual, making is social. Our 
work is not something done by the lone 
programmer-hero, a view too often rep-
resented in popular depictions of compu-
tational work. Our work is social because 
people (computational makers included) 
take up the tools that are available to them 
in their goings on in the world together as 
collectives. It is this reflexive and collective 
work of computational self-making that 
leads Kafai [5] to point out that partici-
pation in the social practices of making is 
what is most important, compelling, and 
characteristic about computing.

One of the important implications 
for teaching and educational research 
of shifting from computational thinking 
to making is this: in the materiality of 
computational work in-the-world, in the 
speech and movement of the hands, eyes, 
bodies and mouths of software develop-
ers and software developers-to-be, in the 
actions of computational textiles, Ardui-
no-controlled robots, and the renderings 
on computer displays, in-the-world social 
practices are visible in ways in which in-
the-mind thinking is not. The very visibility 
of this computational making that enables 
new participants to learn this practice is 
available to researchers as well. Hence, just 
how it is that computational makers carry 
out their tool-mediated practices can and 
should be the subject of our research, both 
the actual practices of software develop-
ers “in the wild” [7] and the educational 
practices that teachers and students carry 
out together in the classroom [11]. 

Yet it is also crucial that our instruc-
tional designs and educational policies, 
particularly those that regulate the lives for 
young learners, make visible the reflexive 
and socially (re)productive power of com-
putational making. Because if this aspect 
of computational work is hidden from 
these learners, which it might be if they 
are seen (and see themselves) as isolated 
thinkers and not collective doers, then they 
may lose the opportunity to more deliber-
ately and humanely make the world that 
becomes our collective future. 

Computational making is lived, not 
simply thought about. So, although the 
computational thinking movement may 
have momentum that will carry it along for 
quite some time, we can nonetheless, in 
our research as well as educational policies 
and practices, reorient to computational 
making. It is time that we face who we 
really are—makers as much as thinkers—for 
the benefit of all.  
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OPINION by Colleen M. Lewis,
Harvey Mudd College

Using Your Inbox as a To-Do List  
(Even Though You Shouldn’t)

TECHNOLOGY THAT EDUCATORS OF COMPUTING HAIL (TECH)

P
eople always tell me, don’t use your 
inbox as a to-do list. Okay. Sure. That 
seems like reasonable advice. I should 

be carefully planning my time so that I’m 
always doing the most important work and 
not just responding to things as they come 
in. That’s a lovely idea completely discon-
nected from my reality. I get what feels like 
a flood of email everyday with questions, 
requests, and information. It seems like I 
could spend all day just moving the items 
from my inbox-to-do-list into a proper to-do 
list. I have resigned myself to the fact that I 
will spend about 90 minutes on email a day 
(not counting class related emails). If I’m 
not doing that, I’ll feel completely over-
whelmed. For me, this time on email is like 
exercising on a treadmill. Sure, I’m not going 
anywhere, but if I do it every day I’m much 
less stressed. Despite the reasonable ad-
vice to the contrary, I have now accepted 
that I am going to use my inbox as a to-do 
list, and I have incorporated five tools that 
make it a little less terrible. 

Piazza.com
First, I use Piazza.com for all class related 
questions so that I can find and respond 
to these quickly. I find that most of my 
email is not urgent. However, students will 
frequently email me and are desperate for 
a hint or are telling me that I have messed 

up on the permissions on the starter code 
and they can’t download it. Sometimes 
students’ emails about coursework are 
urgent, and I don’t want them to get lost 

in the piles of other non-urgent emails. 
Every time a student posts on Piazza, I get 
a clearly labelled email. However, best of 
all is that I can open Piazza, and click on 
“Unresolved” to triage and only look at 
the questions that haven’t already been 
answered. 

Slack.com
Second, I have a similar strategy for 
summer research. During the summer, I 
have my students communicate with me 
using the tool Slack. Slack is just an instant 
messaging system with different channels, 
so you can easily keep conversations with 
specific people or about specific projects 

separate. My first reaction to Slack was dis-
gust. Why would someone make another 
instant messaging program? I was wrong. 
The interface is well designed and the 

separation into different channels adds a 
lot of value. However, the real benefit is the 
way in which it allows me to be untethered 
from my email over the summer. Much like 
students’ emails during the school year, 
I want to be able to address questions 
and concerns from my summer research 
students as quickly as possible. Slack can 
show notifications, so that I can respond 
to them quickly, but can keep my email 
closed most of the day. 

Gmail Filtering
Third, I do aggressive Gmail inbox filtering. 
Gmail came out with a setting where you 
can separate your inbox into five differ-
ent inboxes: primary, social, promotion, 
updates, and forums (on right). 

These categories are set by Gmail and 
have some default filtering. I have been 
slowly customizing Gmail’s filtering (by 
dragging misclassified messages to the 
correct inbox) to achieve the following 
categories. 
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•  Primary: my inbox-to-do-list. 
•  Social: Alerts from blogs that I am never 

going to read. 
•  Promotions: Email lists I’m too lazy to 

unsubscribe from. 
•  Updates: The seemingly endless Google 

Docs alerts that I get. 
•  Forums: The flood of emails I get from 

work email lists. I need to look through 
these eventually, but I can usually ignore 
these for a while without anything 
catching on fire. 

I can safely allow the promotions and 
social tabs to grow to thousands without 
dropping any balls or increasing my stress 
level. This separation allows me to focus 
on the goal of getting “Primary” (i.e., my 
inbox-to-do-list) down to zero. 

BoomerangGmail.com
Fourth, I use an app called Boomerang 
for Gmail so that I can procrastinate on 
dealing with an email in my inbox-to-do-
list. Sometimes something in my inbox-
to-do-list will stress me out to the point 

that I get distracted from other work, but 
might not be ready to address the stressful 
email. Boomerang for Gmail is a plugin for 
Gmail that allows you to schedule emails 
and, most importantly, remove an email 
from your inbox and schedule it to return 
at a later point in time. It is the snooze of 
email and a helpful stress reliever! You can 

also use it to delay the 
sending of an email, 
which is helpful to 
avoid sending a stu-
dent an email at a time 
when you have assured 
them you won’t be 
available.

Any.do
Fifth, although this 
might be a bit unin-
tuitive, I make a list of 
things I’m never going 
to do. It should be a 
reasonable goal to 
just fully admit that I 
am never going to do 
them. I’ll work on that. 
Right now, I will copy a 
link to an email into the 
to-do list manager, Any.
do. For each project, 
Any.do has four lists: 
today, tomorrow, up-
coming, and someday. 

I literally only use the column “Someday.” 
When I add something there, I know that I 
am never going to do it, but I could. 

Honestly, in two months I might not be 
using any of these anymore. My to-do list 
systems are a constantly evolving house 
of cards augmented by sticky notes and 
gold stars. I can’t imagine this collection 
of tools will work for anyone else, but 
hopefully you can find comfort in our 
shared disorganization or discover a tool 
that can fill a niche in your own to-do list 
house of cards.  
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OPINION by John P. Dougherty,
Haverford College

Computing, Math and the Law
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I 
am composing this column right after 
voting in my local election. I was simul-
taneously pleased and dismayed at the 

simplicity, yet lack of dependability, of the 
electronic voting process in my district. 
I encountered an effective interface to 
navigate, feedback was fine, and both a 
visual cue and an audio “bing” told me that 
the votes were recorded. There were even 
a few volunteers to help people with any 
voting issues, so the process was accessi-
ble as mandated by IDEA, a federal law in 
the US that would certainly apply to such a 
public service.

But there was no paper receipt avail-
able at the conclusion of voting. How 
do I know that my votes were recorded 
correctly? I assume that the reader knows 
enough about computers to realize that a 
nefarious programmer can easily change 
electronic information in whatever memory 
device is used, and these changes would 
be unseen. But does the population in 
general realize this potential? I consider 
designing such a programming assignment 
in my introductory course; to interactively 
input values but “randomly” (or perhaps 
not so randomly) display other values at 
the conclusion of the interaction. The real 
programming challenge would be to make 
the apparent results appear plausible and 
to cover any evidence of such an instruc-
tion, but all possible. 

Sure, I could have used my phone’s 
camera to hold an image as receipt, but 
that would mandate that all voters do 
the same. However, there is realistically 
no way, that I can think of, to validate the 
actual votes cast with this electronic-only 
process. I recall a presentation where I was 

persuaded that for an election to be “au-
ditable,” paper ballots were needed, and 
they certainly increase trust in the process 
[4]. Computing professionals have made 
similar presentations to our elected repre-
sentatives at various levels of government, 
but to no avail, at least not where I live. 
And to further complicate the issue, one 
can also argue that a paper receipt might 
facilitate “vote selling.”

Computing and mathematics (and other 
quantitative disciplines) can help society 
identify, verify, and—more importantly—
discredit proposed solutions. Certainly any 
projects involving funding can be modeled 
and assessed for return on investment. 
Algorithmic solutions have been popular, 

often because they are profitable. It seems 
developing a computational model and per-
suading society with the same model are 
two very different problems. Let’s consider 
another representative case of this issue.

Recently the US Supreme Court heard 
a case involving gerrymandering in the 
state of Wisconsin. Reportedly half of the 
justices who regularly speak expressed 
concerned with the mathematics involved 
(and implicitly with any computational 
tools used to implement said mathemat-
ics) [8]. A few seemed suspicious of using 
math in principle; others thought it would 
be unmanageable for a court to administer 
such an approach. The justices are all Ivy 
League alums with impressive legal and 
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academic records. So, how complicated is 
this proposed math?

I reviewed the efficiency gap, which 
is the mathematical model proposed to 
measure an election map’s partisan bias, 
and to set a standard to determine when 
a partitioned map infringes on the right of 
voters and thus might be interpreted as 
unconstitutional [9]. The formula used is 
comprised of a sum of differences between 
received and “needed-to-win” votes plus 
losing votes (i.e., “wasted votes”) divid-
ed by the total number of votes cast. An 
accessible explanation with examples is 
available at [1]. No calculus, no regression, 
no Markov process, no Petri-net nor other 
more nuanced model (but they do exist, 
e.g., [2]). There are even algorithms that 
can be used to produce a version of fair-
ness in partitioning [7]. The mathematical 
operations of this efficiency gap metric 
should be understandable to a student in 
elementary school; the algorithm flows 
from the model, so first-year computing 
students should be able to implement it. 
Yes, the interpretation would mandate an 
appreciation of how to determine constitu-
tionality, but that should be the easy part 
for members of the Supreme Court.

Roeder [8] goes on to cite other exam-
ples that suggest that the Supreme Court 
is carefully avoiding arguments involving 
mathematics, statistics, or computing. I 
find this observation troubling at best. 
First, I sense that, in the past, many stu-
dents in the humanities were not required 
to enroll in as many quantitative courses 
as students in the sciences were required 
to enroll in courses that used writing and 
rhetorical argument. I enrolled in the Hon-
ors Program at my undergraduate college 
and served on the student board that 
worked with the director to identify course 
topics. I recall that as I entered there were 
only Honors Courses in the humanities, 
and I was required to compose 26 papers 
of varying lengths in my first year (for six 
different courses). I noted that there was 
a single offering that touched on science; 
namely, “Science, Technology and Society.” 
Again, all written papers, no experiment 
or programming or other problem solving 
approach required. I like to think this expe-
rience prepared me not only for my career 
in academia where I do read and write 

much more than I program (as well as 
thinking about curriculum). However, many 
other students in this program were study-
ing humanities already, so they received no 
further exposure to scientific (or computa-
tional) thinking. My friends majoring in En-
glish or political science were not exposed 
to math as I was to rhetoric; perhaps our 
prominent judges and other legal profes-
sionals are in a similar state. Yes, this is all 
anecdotal, and I would like to find better 
evidence on this question of balance, but I 
am out of space (and time!).

Second, I suspect that, in the near 
future, there will be an increase in the rate 
of legal cases presented to courts involving 
computing, technology, and scientific-re-
lated issues. Two examples that come to 
mind include information pollution (i.e., 
“fake news”) and the use of machine learn-
ing algorithms to inform or make decisions 
in society. And there are many others. Will 
our legal experts be able to comprehend 
the simplicity and scale of generating bots 
on social media? Will they understand that 
bias has been discussed in algorithms for 
many years [5], and persists today? These 
are among a set of important questions 
that imply some degree of understanding 
of computing and mathematics.

Hopefully this situation is changing. 
States are adjusting to the need for 
computing education in public schools, 
and programs like Code.org and Girls 
Who Code are providing outreach so that 
more students (i.e., read as “potential 
future judges”) will possess the ability to 
think computationally. And lawyers are 
beginning to see the writing on the wall 
as machine learning is applied to the legal 
profession [6,10].

To summarize and clarify, I have tried 
to motivate a conversation about how 
work in computing and mathematics 
might be exploited to improve our legal 
system using the two cases of voting and 
gerrymandering; many others exist. These 
issues are more complex than my space 
here permits, and simultaneously are quite 
subtle, requiring a nuance I am developing 
myself. But they are important, they are 
increasing in number, and education is key 
to their resolution.

Finally (and completely out of left field), 
as a follow up to my previous column [3] 

where I surveyed my kids about their initial 
exposure to sets and their relationships, I 
did include similar questions for my current 
crop of CS1 students in Fall 2017. Eighty-
four percent of 39 responses correctly 
identified a Venn Diagram (although with 
a variety of spellings), implying 16% could 
not identify them, a small but still surpris-
ing portion. Furthermore, 64% reported 
first seeing them in elementary school, 
another 15% first in middle school, and still 
another almost 8% first in high school (10% 
did not recall where they first saw Venn 
Diagrams). I feel more convinced that stu-
dents are exposed to sets, but not as much 
in mathematics courses as I expected. Yes, 
more research is needed for a conclusion.

The author would like to acknowledge 
the thoughtful comments from anonymous 
reviewers that identified subtle missing parts 
of the arguments set forth in this piece.  
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OPINION by Henry M. Walker,
Grinnell College

CLASSROOM VIGNETTES

Software Correctness and  
Usefulness in the Classroom1

S
ince the 1990s, the Denning Report, 
Computing Curricula 1991, and later 
discussions have associated three 

themes or processes with the computing 
discipline: theory (from mathematics), ab-
straction (from science), and design (from 
engineering). A review of these perspec-
tives uncovers differing views of program 
correctness, and further analysis identifies 
usefulness as a quality of software—sepa-
rate from correctness. This column clarifies 
the concepts of correctness and useful-
ness, and considers the position of these 
concepts within undergraduate computing 
curricula.

During a recent visit to Bennington 
College, I had a wide-ranging conversa-
tion with Ursula Wolz, covering high-level 
themes in computing, software correctness 
and usefulness, and implications of such 
issues for undergraduate courses. Also, in 
spring 2017, while visiting the University of 
the South, I listened to two talks by Kathy 
O’Neil related to big data, and during fall 
2017 at Williams, I worked with upper-level 
students on topics related to technical, 
social, and ethical issues, including discus-
sions of O’Neil’s book, Weapons of Math 
Destruction [7]. 

Taking a largely historical perspective, 
this column recalls the three themes of 
computing from the Denning Report [4] 
and Computing Curricula 1991 [1], and 
considers each theme’s perspective of 
program correctness. At a basic level, 

these themes and descriptions connect, 
at least partially, to traditional discussions 
with undergraduate courses. As computing 
has evolved, however, some measures of 
software success seem to have changed—
sometimes focusing on correctness, but 
sometimes emphasizing usefulness—again 
with possible challenges to topic cover-
age within courses. With new directions 
continuing to emerge, questions arise 
regarding topic coverage within courses. 

Three Computing Themes
Back in the early 1990s, the Denning 
Report [4] and Computing Curricula 1991 
[1] emphasized the interdisciplinary nature 
of computing, describing three fundamen-
tal themes or processes that pervade the 
discipline.

•  Theory (from mathematics): includes 
“Definitions and axioms, Theorems, 
Proofs, Interpretation of results … used 
in developing and understanding the 
underlying mathematical principles that 
apply to the discipline of computing.” 
[1, p. 10]

•  Design (from engineering): “is used in 
the development of a system or device 
to solve a given problem” and includes 
“Requirements, Specifications, Design 
and Implementations, [and] Testing and 
Analysis.” [1, pp 10-11]

•  Abstraction (from science): “is rooted in 
the experimental sciences” and builds 
upon the scientific method, involv-
ing “Data collection and hypothesis 
formation, Modeling and prediction, 
Design of an experiment, [and] Analysis 

Figure 1: Usefulness, Verification, and Validation as three perspectives on program success.

1   This column, originally written before the appearance 
of Parnas’ article in the Communications [8], 
complements Parnas’ perspectives, considers a general 
notion of correctness, and explores implications for 
courses and curricula.
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of results.” [1, p 10] (Among the various 
elements associated with the abstrac-
tion theme, this column focuses upon 
the scientific method.)

Although each of these themes have 
evolved and matured substantially over 
the years, each theme provides worthwhile 
perspectives regarding program correct-
ness and/or software success.

•  Theory: From a mathematical viewpoint, 
correctness promotes formal program 
verification. Before writing code, a 
developer writes pre-conditions and 
post-conditions as Boolean expressions, 
and both code and correctness proofs 
are developed together. For example, in 
his book, The Science of Programming 
[5], David Gries develops logical proce-
dures/rules for each type of statement 
(e.g., if, do) within a program, allowing 
formal proof that code with specified 
pre-conditions yields specific post-con-
ditions when execution ceases using a 
single processor. Chandy and Misra [2] 
provide similar proof techniques for par-
allel algorithms. More recently, Cormen 
et al. [3] describe algorithms and pres-
ent their proofs throughout their wide-
ly-used textbook. (Of course, theory 
also provides a basis for a consideration 
of efficiency and other vital computing 
topics, but within this column the focus 
is restricted to correctness—in the case 
of theory, formal proofs of correctness.)

•  Design: Using the traditional waterfall 
model, an engineering perspective first 
identifies customer needs through the 
development of specifications, and the 
overall development process involves 
multiple steps (including coding and 
testing) to ensure that a software pack-
age meets its specifications. Within this 
framework, program validation identifies 
processes to determine whether soft-
ware meets its specifications. Com-
mon approaches include unit testing, 
regression testing, integration testing, 
etc. More recently, agile software 
development seeks to meet customer 
needs as they evolve using an iterative 
process; formal specifications may be 
deemphasized in favor of presenting 
prototypes to customers and seeking 

customer reactions and guidance. Natu-
rally, incomplete specifications constrain 
the process of program validation for 
determining when software meets its 
specifications.

•  Abstraction: Utilizing elements of 
the scientific method, discussions of 

software correctness may proceed by 
identifying hypotheses as to how soft-
ware should function and then develop-
ing experiments to determine whether 
software produces appropriate results. 
Such approaches may be helpful when 
clients are in the process of clarifying 
their needs or when complete spec-
ifications are not available (e.g., with 
agile software development). In some 
cases, this approach also might include 
methodologies that promote practices 
of developing test cases first, before 
coding, to establish a desired goal 
before starting steps involving coding. 
Although this perspective may include 
elements of program verification or 
validation, work without complete spec-
ifications may be considered different; 
although discussion would be useful to 
identify a proper term, this column uses 
the phrase, program usefulness, for this 
type of software evaluation.

From conversations with faculty, each 
of these perspectives seems well repre-
sented in numerous courses and books. 

Correctness and Usefulness
Traditionally—at least in this columnist’s 
experience—the notion of program cor-
rectness has largely been associated with 
program verification and/or program vali-
dation, both of which depend upon careful 
specifications. (One cannot prove or test 

that a program meets its specifications 
unless those specifications are precisely 
defined.) However, some circumstances 
seem to require a different understand-
ing of what makes a software package 
successful, as illustrated by the following 
example.

Problem: For a school, determine 
the best first computing, mathematics, 
and statistics courses for each incoming 
student. Specifically, given admission infor-
mation from standardized tests (e.g., SAT, 
ACT, AP and IB scores) and high-school 
transcript information (e.g., years of com-
puting, math, pre-calculus, calculus, and 
statistics—all with grade averages), deter-
mine the most appropriate first course in 
computing (e.g., CS1, CS2), mathematics 
(e.g., pre-calculus, calculus I, calculus II), 
and statistics (e.g., introductory level, sec-
ond level). If insufficient data are available, 
advise the student to consult a faculty 
member in the appropriate discipline.

When I tackled this problem for 
mathematics in 1993-1994, I could obtain 
test and transcript data for three years of 
incoming students, as well as placements 
determined manually by faculty. Although 
the faculty had followed some general 
guidelines, many details depended upon 
faculty insight and experience. Eventually 
two students and I developed an expert 
system, and this software has been utilized 
for mathematics since 1993 [9]. Subse-
quently in 2011, two other students and 
I rewrote and expanded the software to 
include the disciplines of computing and 
statistics [6].

Both the 1993 and 2011 versions provide 
useful examples for a discussion of how 
software might be reviewed to determine 
its acceptability and level of success. 

Although each of these themes [theory, 
design, abstraction] have evolved  

and matured substantially over the years, 
each theme provides worthwhile 

perspectives regarding program correctness 
and/or software success.
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•  Theory: In 1993, math faculty could 
(partially) explain how they determined 
placements, but some decision-mak-
ing was subjective. Writing a formal 
specification (e.g., writing Boolean 
expressions) to identify proper place-
ments would require writing a collection 
of rules as Boolean expressions—in 
effect the same problem as writing the 
rules required for the expert system. 
However, since placements by faculty 
involved some intuition and experience, 
formal rules only existed for certain 
clear cases. Other cases could be spec-
ified by making a rule for each known 
placement (from previous years), but 
such rules would not reliably generalize 
to other situations. Altogether, formal 
verification did not seem applicable to 
this problem, because the development 
of the expert system required the same 
process of logical development as the 
development of specifications.

•  Design: For the 1993 system, testing of 
output was possible. A basic specifica-
tion indicated that the expert system 
should yield the same math placements 
that had been determined by the math 
faculty, and the placements by the sys-
tem and by faculty could be compared. 
Ultimately, a system was developed 
that produced appropriate output 
(subject to notes below). For the 2011 
system, specifications largely prescribed 
placements based upon historical data, 
but at this stage additional information 
identified both the past placements and 
also what courses students took and 
how they performed. If students placed 
at one level (e.g., calculus II) typically 
performed poorly (e.g., often failing or 
getting C’s even with substantial work 
during a semester), then recommended 
placements might be adjusted down-
ward. If students placed at one level 
(e.g., CS1) typically performed very well 
and instructors also noted the students 
seemed bored, then recommended 
placements might be raised somewhat. 
Overall, testing could compare math 
placements from the expert system 
with adjusted placements based on 
follow-up analysis. With both versions, 
faculty could review placements when 
differences arose, and the expert system 

placement seemed to provide a reason-
able guess. (In several instances, faculty 
agreed that the original placement 
might have been correct, but other fac-
tors contributed to unexpected student 
difficulties within a course.) Through 
this process of program validation, 
specifications could refer to previous 
history, and testing could compare sys-
tem placements with placements from 
the past (perhaps updated according to 
past student success).

•  Abstraction: Although the development 
of both the 1993 and 2011 versions 
utilized basic specifications for math 
(e.g., place students in math the same 
way that faculty did), specifications for 
placements involving computing and 
statistics had to be less formal—faculty 
had not placed students previously, so 
historical data were unavailable. Prag-
matically, this development followed an 
agile process. In addition to comparing 
system output to math results produced 
by experts, math faculty could review 
rules for math placements, computing 
faculty could review rules for comput-
ing, and statistics faculty could review 
rules for statistics. Also, placements 
produced by the expert system could be 
reviewed for reasonableness by faculty. 
Effectively, this type of development in-
volved regular feedback with the client 
(e.g., the math department first, then 
computing and statistics faculty); each 
rule was subject to review, and faculty 
could indicate corrections or adjust-
ments as seemed appropriate. Also, in 
one year, students were asked to take a 
math placement exam, and placements 
from the exam were compared with 
the math placements from the expert 
system. Although most placements 
agreed, discrepancies were noted for 
a couple dozen students. At the end of 
the semester, the actual performance of 
those students was analyzed, with the 
conclusion that the placement test pro-
vided a better placement for about half, 
and the expert system performed better 
for the other half of the students.

In reviewing this acceptance process, 
the above notes indicate that formal 
verification (e.g., theory) likely did not 

apply—writing the specifications is roughly 
equivalent to writing the expert system, 
so an error in one would not likely be 
discovered in the other. Formal validation 
was possible only for math placements. 
However, specifications were approximate, 
based on historical data, rather than on 
known principles. Further, a review of his-
torical placements and faculty suggestions 
identified some discrepancies—occasion-
ally faculty disagreed, or multiple place-
ments might seem possible for borderline. 
Overall, the program seemed to work for 
a high fraction of students and seemed to 
perform as well as faculty, but neither were 
able to perfectly predict the proper first 
course for all students. From this perspec-
tive, neither version of the expert system 
was “perfectly correct.”

At the same time, the performance 
of the expert systems was as good or 
better than the faculty (especially after 
the follow-up studies), so the expert 
systems have been “useful.” These versions 
provide advice, and students are strong-
ly encouraged to consult faculty if the 
tentative placements seem unusual (or 
if the students believe the input data are 
incomplete or incorrectly reported). 

Overall, this example illustrates a worth-
while distinction.
•  A program may be considered “correct” 

if it has no errors and always produces 
proper answers according to specifi-
cations (e.g., with program verification 
and/or program validation).

•  A program may be considered “use-
ful” if it provides information that is 
often helpful to clients (e.g., program 
usefulness).

As noted in the example,  
 correct ≠ useful.

To summarize the narrative, the three 
themes (i.e., theory, design, and ab-
straction) continue to be vital for many 
components of the computing discipline. 
This column focuses upon measuring of 
program success, and the three themes 
(very roughly) map to program verifica-
tion, program validation, and program 
usefulness. Although this mapping is far 
from precise (e.g., both validation and 
usefulness might be considered to span at 
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least two, perhaps all three themes), each 
of these approaches to determine software 
success seem to fit well within certain 
circumstances. This column does not argue 
that one of these approaches is superior 
to the others for all applications, but the 
column does suggest that all three may be 
important in different settings. 

With this identification of approaches 
for determining software success, the 
column shifts to a consideration of how 
these ideas fit within an undergraduate 
curriculum.

Current Challenges for 
Undergraduate Computing 
Courses
In the placement example, the two ver-
sions currently in use cannot be considered 
“completely correct,” even though their 
results seem at least as good as experts 
(e.g., faculty in computing, mathematics, 
and statistics), and the systems provide 
helpful information to all stakeholders—
faculty, advisors, students, the Registrar’s 
Office, etc. 
•  The basis for placement decisions is 

printed, along with the results.
•  Students and advisors are encouraged 

to consult faculty, if input data or results 
seem peculiar.

•  The underlying rules have been re-
viewed by experts (e.g., the faculty).

•  Results compare favorably with those 
given by those experts.

•  Students following the suggested 
placements have a consistent record of 
performing well in their first courses.

Generalizing (perhaps too far), this 
example and narrative raise questions 
regarding how computing courses develop 
and use notions of correctness (e.g., use-
fulness, verification, validation) and testing. 
In my experience, many courses introduce 
and develop notions of correctness (usu-
ally program validation). Often, students 
must identify test plans, produce test cases 
that cover a range of circumstances, report 
results, and discuss how the tests demon-
strate correctness. At the introductory lev-
el, such discussions may focus upon simple 
unit testing, whereas advanced courses 
may utilize a range of test strategies (e.g., 
unit, regression, integration, etc.) At least 

in my experience, the emphasis seems to 
be on correctness.

However, the placement programs likely 
cannot be considered completely correct—
the problem is not precisely specified, but 
the results seem reasonable even without a 
sense of complete certainty. The place-
ment programs seem “useful” and their 
use has helped hundreds of students and 
their advisors over a couple decades. For 
these programs, the value seems to be that 
they are “useful” rather than “correct.” In 
practice, of course, the concept of “useful” 
raises the questions of “useful to whom” 
and “who is impacted how?” 

Extending the notions of correctness 
and usefulness, Kathy O’Neil identifies 
numerous examples where conclusions 
may be based upon biased data, unstated 
or unanalyzed assumptions, simplified 
definitions of success, unexamined algo-
rithms, etc. [7] Such examples suggest that 
traditional elements of testing and cor-
rectness may be inadequate for software 
in general and for discussions of algorithm 
development specifically. Basic issues 
seem to arise in many applications, such 
as big data, that involve people, policies, 
and practices. The placement problem 
highlights some challenges, but O’Neil and 
others suggest additional issues as well. A 
modest initial list of challenges follows.

•  Stakeholders
•  Those involved or impacted: Who are 

the people, organizations, and constit-
uencies related to the software (e.g., 
decision makers, developers, clients, 
owners, those impacted, observers, 
etc.)?

•  Input Data
•  Transparency: how are decisions 

made within software; what rationales 
explain the results, beyond “the soft-
ware produced these answers?”

•  Consultation of knowledgeable 
people: To what extent can results be 
reviewed by people, who can com-
pare intentions with conclusions and 
consequences?

•  Data collection: How are input data 
obtained, and what biases might be 
present in that data? For example, 
O’Neil discusses many data sets which 

display systematic bias against the 
poor or disadvantaged [7].

•  Stakeholder review and input: How 
are incomplete data handled, how 
might inconsistent data be identified, 
and what mechanisms are available to 
correct data?

•  Algorithms and Processing
•  Assumptions: What assumptions 

underlie the algorithms?
•  Underlying model: To what extent are 

proxies or other input values objec-
tively verified as contributing to the 
required outcomes? For example, 
in her chapter on college rankings, 
O’Neil observes that some numeric 
data used in algorithms may or may 
not actually provide insight to college 
quality [7, chapter 3].

•  Processing correctness (e.g., tradi-
tional testing): What assurances are 
available that code does the intended 
processing? 

•  Controls: To what extent are algo-
rithms and code open to external 
review (e.g., by stakeholders)?

•  Results
•  Feedback loops: To what extent will 

results tend to reinforce assumptions 
and biases? For example, an increase 
of police patrols in an area will likely 
identify more crimes, since more offi-
cers are present to notice them. This 
might encourage still more patrols, 
not because of actual crimes, but 
because more observers are present. 
O’Neil [7, chapter 5] expands substan-
tially on this theme.

•  Human review: To what extent do 
results impact people, particularly if 
human review is absent?

•  Analysis
•  Self-fulling prophecy: To what extent 

will results tend to reinforce assump-
tions and biases?

•  Measuring success: To what extent do 
measures of success include factors 
connected to all stakeholders? 

•  Usefulness: If the software seems 
useful, to what extent does that use-
fulness apply to all stakeholders?

To many readers of this column, few, 
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if any, of these issues and questions may 
seem new or surprising. (If these issues do 
seem novel or different, an interested read-
er is encouraged to read O’Neil’s book [7].)

Beyond the statement of questions, 
however, computing educators should 
consider the following.
•  Where should such questions be raised 

in a computing curriculum? (A separate 
course on ethics seems far removed from 
practical development and testing of al-
gorithms—at least from my perspective.)

•  Should questions of usefulness be 
included with discussions of correctness 
throughout the computing curriculum?

•  Should all algorithms or project-based 
courses include explicit considerations 
of usefulness, impact, etc.?

My understanding is that such matters 
already are included in some project-based 
courses (e.g., capstone projects at St. Olaf 
College). Are courses on algorithms and 
software engineering inherently incom-

plete, if discussions of code success are 
limited to narrow views of correctness and 
only a few stakeholders, and how can/
should discussions of usefulness enter the 
curriculum?  
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Have you ever wanted to introduce more material on 
ethics, but backed away because you didn’t feel confident 

enough about teaching ethics? If so, this article may be of 
interest. In it, we describe how to combine a software testing 
exercise with practice in spotting problems, both technical 
problems and ethical problems. The case central to this 
paper is adapted from an actual case, sometimes called 
‘diesel-gate’—the intentional ‘cheat’ in the software used 
in certain engines developed and installed by Volkswagen 
(VW) and others [26]. The paper includes a link to a website 
where a testing simulator is available and gives step-by-step 
directions about how to use that simulation to help student 
learn about software testing and about ethics analysis.

INTRODUCTION
Ethics education is vital in information technology (IT). Inte-
grating ethics into the entire curriculum (instead of only teach-
ing ethics in a single course dedicated exclusively to ethics) is 
an idea supported in the literature [17,18,19,20]. Additionally, 
research suggests that students in general, and IT students spe-
cifically, learn more effectively through hands-on, real world 
activities [3,16]. This article presents a hands-on ethics lesson 
for students involved in testing and application correctness ver-
ification. The lesson encourages students to think more careful-
ly about the ethical implications of the kinds of work they are 
likely to be asked to do in their future employment.

Using case studies in ethics education has a long history in 
business, medicine, and engineering [13,14,24]. A distinctive 
characteristic of this proposed lesson is the integration of soft-
ware artifacts into the lesson, the timeliness of the engine emis-
sions topic, and the timeliness of data analysis as part of com-
puting professionalism. In this active case study, we emphasize 
the importance of careful testing, of insightful analysis of data 
from that testing, and of analysis of the ethical impacts of the 

results found. Observant readers may recognize that this ex-
ample is based loosely on a recent scandal involving emissions 
from certain diesel engines. In fact, the data used to drive the 
simulated testing at the heart of this activity come from a West 
Virginia University report about their testing of those engines 
[6]. In this lesson, students will test a vehicle emissions interface 
which simulates emissions based on actual data from vehicle 
testing. The interface simulates the testing of two autos under 
several different circumstances. Students are told that the inter-
face they are testing will be used by emissions lab personnel to 
review test data from various simulations of vehicle emissions. 

This case activity can be done by students individually, in 
groups, or both, in the same session. After participating in the 
action required, students should be encouraged to reflect on 
and discuss the ethical issues that they encountered as they 
worked through the problems. 

PHASE 1:  
INITIAL INTERFACE ANALYSIS
During the first phase of this activity, students are given the task 
of testing a web-based engine simulator. The simulator uses 
data that came from physical engine experiments, and adapts 
those results to different scenarios input by the interactive user. 
The students’ job is to make sure that the interface is working 
correctly, and identify any anomalies or difficulties that they 
encounter while testing the interface. Students should be told 
that the emissions interface they are testing will be provided 
as production software to emissions lab personnel within the 
next month and the data provided is from vehicles that will be 
offered to the public in the next three months.

Figure 1 shows a screen shot of the interface. This interface 
is available at [8]. It was tested with the current version of the 
Chrome browser.

Students are given the electronic spreadsheet shown in Fig-
ure 2, and are told to collect data on their observations as they 
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engine performance during lab testing 
as opposed to road testing?

After some discussion, some stu-
dents may have discovered the dramat-
ic differences between data gathered 
in lab tests and data gathered in road 
tests with respect to NOx emissions. 
Specifically, that NOx emissions for 
road tests are consistently and signifi-
cantly higher than NOx emissions for 
tests in the lab. Since not all students 
may have recognized this, the instruc-
tor should have all students complete 
Phase 2 of the case before continuing 
the discussion. 

PHASE 2:  
INTERFACE ANALYSIS – 
CONTROLLED PARAMETERS
In this phase, students will enter the 
input parameters shown in Figure 3 

(plus any other parameters when needed) to the interface. 

The outputs from the simulator include some random per-
turbations to illustrate natural variations from test to test, but 
it should be clear from the results of these tests that the emis-
sions from a road test are vastly increased when compared to 
a lab test. Figure 4 shows one set of representative results from 
the input parameters in Figure 3. Notice, but do not point out 
to students, that the NOx emissions in the road test can be as 
much as 40 times higher than lab tests under similar conditions. 
Challenge students to look at their results for these four tests, 
make a hypothesis based on those four set of outputs (and pre-
vious results that are relevant), and run and record further tests 
to test their hypotheses.

Hopefully, many of the students will have discovered the 
anomalies by this time. For others, suggest that they focus on 
the NOx column in some further tests. At some point, make 
sure that everyone understands the problem.

After students have recognized this anomaly (or had it 
pointed out to them), the instructor should lead them through 
the following: 

exercise the interface. Instructors should encourage students 
(individually or in groups) to do a thorough set of tests before 
reporting their results. Students’ reports should include data 
visualizations that reveal interesting behaviors of the interface. 
For example, students could display data using graphs and ta-
bles to illustrate trends.

After students have submitted their reports, the class (indi-
vidually, in groups, or the entire class), should work through the 
following questions:
1.  What do you think the interface was designed to 

accomplish? 
2. Did the interface make it easy to input a driving scenario?
3. Was it easy to discern the output of a simulated test?
4.  Are you convinced that the interface and the underlying 

engine simulation are working correctly? 
5.  Did you observe data that convinced you that the 

performance of the two cars was consistent throughout 
your testing? 

6.  Was one of the cars performing consistently better (in 
some measurable way) than the other?

7.  Did you observe any anomalous data with respect to 

Figure 1: The interface of the engine software simulator.

Figure 3: Students should work on these four cases to drive home the 
problem with emissions.

Figure 2: The spreadsheet students can use to record test results.

http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=35&exitLink=http%3A%2F%2Finroads.acm.org
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velopers (not your students’ testing team) have carefully examined 
the code behind the simulation and interface. Based on this work, 
your students should now assume that everyone on their testing 
team is convinced that the observed anomalies are not because of a 
defect with the simulation or the interface. The testing team exam-
ines the raw data on which the simulation was based, and discovers 
that exactly this anomaly is clearly visible in the raw test data, done 
at several sites with different researchers. In other words, we will 
now assume that the input data, including the observed anomalies, 
accurately reflect the results of actual engine performance. 

Have your students think about these questions:
1.  As a member of the testing team, what are your options 

now that you have discovered these anomalies?
2. Are there ethical obligations related to this discovery?

PHASE 5:  
REPORT RESULTS TO MANAGEMENT
Assume that the testing team has made a strong report to their 
manager, pointing out that the engines’ performances in the 
testing lab are dramatically different from the performances on 
the road. The manager reads the report, and calls a meeting 
with the testing team. The manager thanks the team for their 
work, announces that this engine behavior (emissions in the 
lab having lower emissions readings than on-road testing) is a 
feature, not a bug. The manager explains that there is software 
in pre-production vehicles that allows certain emission features 
to be activated or deactivated. The manager further explains 
this software is needed to test other features of the vehicle that, 
when the emissions features are activated, they prohibit accu-
rate testing of the other features. The team is assured the soft-
ware that activates or deactivates the emissions features will not 
be on production models. The manager reminds the members 
of the testing team that their report, and all the data they col-
lected, is proprietary information. All members of the testing 
team have signed a non-disclosure agreement that prohibits 
them from discussing this kind of data outside the company.

At this point the instructor can use an ethical analysis meth-
odology, guiding a discussion by introducing options for the 
testing team such as; do nothing further about this discovery, 
report to a higher level of management, and quit. The instructor 
can invite the students to suggest other options. For each op-
tion generated, the students should explain the choice, and ex-
amine the impact of that choice on themselves, their colleagues, 
the organization and society.

PHASE 6:  
VEHICLES IN PRODUCTION
In phase 6, we jump ahead in time. The testing team members 
have not done anything about their discovery, deciding that 
their manager’s explanation was sufficient. At least some team 
members were uncomfortable about this situation, but not so 
uncomfortable that they took any action. Instruct students to 
again take on the role of a member of the testing team: “Assume 
you notice that the new vehicles are now on the market and are 
being advertised as having excellent emission and performance. 

1.  Discuss the data that point to an anomaly between lab tests 
and similar road tests.

2. What possible causes could have resulted in that anomaly?

PHASE 3:  
INTRODUCE ETHICAL ANALYSIS METHODOLOGY
Before continuing with this case, students should have some 
understanding of ethical theory and methods of making ethical 
decisions. There are textbooks that focus exclusively on infor-
mation systems ethics and on computer ethics—for example, 
the books by Quinn [23] and by Johnson [15]. There are many 
other computer science textbooks that include a chapter or sev-
eral sidebars on ethics and methods for performing an ethical 
analysis. You may be using such a textbook, and you can adapt 
the techniques in that book to this exercise.

It is not the purpose of this article to give a detailed account 
of teaching specific ethical analysis skills. Readers interested in 
studying the pedagogy of teaching analysis skills for computer eth-
ics cases can use the textbooks cited above; they can use scholarly 
articles such as [2,4,7,12,22]; and they can use collections of mate-
rials such as those located at the University of Southern Connecti-
cut (collected by Terry Bynum) [5] and at North Carolina State 
University (collected by Edward Gehringer) [11]. Searches for ‘in-
formation system ethics’ or ‘computer science ethics’ will yield a 
variety of timely material concerning ethics that the instructor can 
use to either develop a lecture or assign for student reading. Ad-
ditionally, the importance of ethical actions to the profession can 
be reinforced with the students by having them review the codes 
of ethics from various associations related to information systems 
and computer science—e.g., those for the Association for Com-
puting Machinery [1], IEEE [10], the Software Engineering profes-
sion [25], the Project Management Institute [21] and the ICCP [9]. 

For the rest of this article, we assume that students are aware 
of at least one method of analyzing ethical issues in computing. 
Further, we assume that students have some understanding of 
the importance of ethics for computing professionals, and for 
leading professional organizations such as the ACM. 

PHASE 4:  
APPLY AN ETHICAL ANALYSIS METHODOLOGY
To move forward in this exercise, we will make some additional 
assumptions about the case. Assume that the testing team (this is 
the team that your students have been pretending to be) has done 
extensive tests on the interface, and that competent software de-

Figure 4: A representative example of outputs for the four prescribed 
tests shows that anomalies occur in the NOx column.
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beyond merely checking the execution of the system, but also to 
recognize when the results they observe indicate issues requir-
ing far more than a cursory reading of a specification.  
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You also notice the emissions and performance being adver-
tised matches that of the anomaly you found in your testing of 
the engine software. That is, the low emissions of the lab results, 
not the higher emissions of the road tests, are being advertised.”

Instructors should again employ an ethical analysis meth-
odology and guide the discussion by introducing options such 
as; do nothing, report to a higher level of management, quit, 
become a whistle blower and report your findings outside the 
organization (thus violating the non-disclosure agreement), 
and other options that were introduced by students. Students 
should identify which choice they think is the best professional 
decision. Students should explain why they made their choice 
and discuss the impact of that choice on themselves, their col-
leagues, the organization, consumers, and society.

PHASE 7:  
REAL WORLD IMPACT
Many of your students may already be aware of the VW diesel situ-
ation. At this point, either lead a discussion about this (if some stu-
dents know the details), or give a mini-lecture about those details. 
Reveal to your students that the simulated engines they were us-
ing in their testing were based on measurements of those engines. 
One possible assignment for Phase 7 would be to have the students 
research the impact of the scandal on VW as an organization, on 
VW employees, on VW subcontractors, and on the German econ-
omy. In doing so, students should address the following.
1. Provide a summary of the VW Diesel engine scandal.
2. What ethical questions arise from the scandal?
3. Who do you think is a fault and why?
4.  What could have been done to prevent this from 

happening?
5.  What were the organizational impacts of the scandal? (On 

VW, on sub-contractors, and on others?)
6. What were the societal impacts of the scandal?
7. What impact did the scandal have on the employees?
8.  What recommendations would you make to ensure this 

does not happen at VW or any other organization?

CONCLUSION
It is our intent that through this case students will recognize 
there is more to completing a work assignment than just mak-
ing sure they get it right technically. We believe students will 
be faced with ethical decisions in their employment and they 
need to effectively deal with these situations. As in this case, 
ethical problems can still be present even when the technology 
works correctly. There are ethical implications that transcend 
the correctness of the technology, and those implications can 
significantly impact the workers performing the job, their col-
leagues, the entire organization, and society at large. We found 
that just reading about ethics is not enough; students need to 
practice applying ethics in situations that at least approach real-
istic scenarios. Because this case is focusing specifically on test-
ing, it helps students appreciate the importance of thoroughly 
evaluating what they are testing, and encourages them to look 
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Automated tutorials enable students to prepare and revise 
topics whenever they wish. Very large and growing class 

sizes on key pathways mean that busy tutors and students 
are glad of software programs that automate some of the 
more routine student-tutor interactions. I present a worked 
example of a short automated adaptive tutorial, inspired 
by human-to-human dialogue and created using the kind 
of widely deployed assessment software that is used for 
authoring multiple-response (check-box) exam questions. 
Combining their teaching experience with some basic 
control logic, tutors can use to good educational effect the 
distinctive answer combinations that students provide.

INTRODUCTION
The aim of this article is to examine how assessment soft-
ware—in this instance, Questionmark1—can create a learning 
experience that resembles the traditional person-to-person 
university tutorial. Because of the very large class sizes in in-
stitutions of higher education, a suitable means of automating 
at least some of the more routine student-tutor interactions is 
likely to receive a warm welcome, from lecturers and students 
alike. A software-based tutorial that deals with run-of-the-mill 
issues has the potential to free tutors’ and students’ time for 
discussion of more challenging, and probably more interesting 
topics. While it is currently not possible to recreate through 
software—convincingly at any rate—the free-flowing conversa-
tions that take place in the small tutorial group, it is possible 

with present technology to simulate some of the more predi-
cable tutor-student interactions, especially when a well-known 
topic is being rehearsed. 

Of course, the idea of using computers to assist students’ 
learning is not new. Efforts in this area have a well-document-
ed history. The resulting literature is too broad and deep for 
detailed consideration in this article. Suffice it to say that there 
are traceable lines of descent from the first manifestations of 
mechanical multiple-choice devices in the 1920s [12], through 
the emergence, in the mid-20th century, of electronic dig-
ital computing and a growing recognition of its potential for 
computer-assisted instruction (e.g., [14]), to the application of 
techniques from artificial intelligence [3], and so to the develop-
ment of applications that fall under the general heading of intel-
ligent tutoring system (ITS). In recent years many sophisticated 
ITS solutions have been developed. Some notable approaches 
include use of: customized study plans based on student learn-
ing profiles [8]; affect-enabled agents that motivate the student 
[17], or actively recognize and adapt to the student’s emotional 
state [1]; speech recognition and dialogue modeling [13]; and 
cognitive models—which underpin at least one commercially 
released family of intelligent applications [4]. 

The solution proposed here, however, is quite a pragmatic 
one—it taps directly into the subject knowledge of the expe-
rienced tutor and his or her ability to provide appropriate re-
sponses to predictable answer combinations from the student. 
Given that it uses a well-established assessment package, and 
some straightforward control logic (even if it is applied quite 
creatively), tutors may be encouraged to experiment with an 
automated tutorial of their own. If this article stimulates such 
interest, it has served its purpose.

Using Assessment 
Software to Create 
a Dialogue-Based 
Tutorial 
By Ian O’Neill, Queen’s University, Belfast

1   Questionmark is a registered trademark of Questionmark Computing Limited, whose 
corporate office is in Trumbull, Connecticut.
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dent has already selected and submitted. The instance shown is 
an unproblematic one—the student has chosen all the correct 
answers and, in the text at the bottom of the screen, is duly 
congratulated! 

WHAT IS QUESTIONMARK?
Questionmark is a widely-used software package for authoring, 
conducting and marking on-line assessments. Instructors often 
use Questionmark to create simple tests made up of ‘multiple 
choice’ questions (in which radio buttons allow one answer 
only), or else ‘multiple response’ questions (where check-boxes 
accommodate several possible answers). The system allows the 
assessor to assign marks to each possible choice or response, so 
that, when the test is taken, the system returns the score of each 
student in the cohort, along with—if it is required—a full report 
(for tutor and/or student) on how the student answered. Typi-
cally, students complete such tests by answering the questions in 
the sequence in which they appear, making sure to complete the 
test within the time limit, and taking the test only once if they 
achieve a good enough score first time round. However, Ques-
tionmark is capable of more than this. Ganci [6] enumerates 
its many question types, while, in a survey of twenty comput-
er-assisted assessment (CAA) applications [5], Questionmark’s 
large feature set compares favorably with that of rival products. 
It has been used over the years as a means of studying the effec-

tiveness of CAA [7], and more specifically the effect 
of feedback in computer-based assessment (CBA) 
[16]. Sometimes it is even used to assess the perfor-
mance of students who have used adaptive tutorials 
that have been implemented in other software [15]. 
However, for the novel, dialogue-like behavior de-
scribed here, it is particularly helpful that Question-
mark allows assessment authors to give questions 
a variety of named outcomes (which correspond to 
different answers or answer combinations that the 
student might select and that the author regards as 
significant) and that these outcomes may be used 
to influence the path the student takes through the 
test or exam—or, in this case, the tutorial. 

USING THE ASSESSMENT SYSTEM 
TO SUPPORT TEXT-BASED HUMAN-
COMPUTER DIALOGUE
How might one adapt the sequence of questions—
and the feedback associated with them—to out-
comes resulting from different (combinations of ) 
responses/choices from the student? In the termi-
nology used in dialogue research [10,11], which has 
influenced my approach to technologies for learn-
ing and teaching, this amounts to a simple ‘frame-
based approach’ [9]: key values input/uttered by the 
user are matched against a ‘frame’ of features that 
the dialogue designer expects to occur in different 

Key to recreating the flavor of the person-to-person tutorial 
is software that, like the experienced tutor, correctly interprets a 
combination of responses from the student to a single stimulus: 
‘What can you tell me about topic X?’ A pattern of responses 
often reflects strengths and weaknesses that are shared by some 
students in a cohort, and the perceptive tutor will often recog-
nize instinctively the aspect of the topic that needs attention. 
This is where some of the more powerful features of a package 
such as Questionmark can be put to good use. 

In my own specialist area, software engineering, one activi-
ty that provokes predictable errors is representation of system 
requirements in the notation known as the Unified Modeling 
Language, or UML [2] —more about this presently. In the exer-
cise reported here, my aim was to discover how Questionmark 
could, through dialogue-like exchanges, help instruct students 
in some fundamentals of UML, and, specifically, how the sys-
tem could be made to respond appropriately to some typical 
combinations of errors from the student. Just as an experienced 
tutor coaches the student, the software must be able to provide 
‘feedback’ that allows the student to focus on the area for im-
provement and to understand how to correct his/her mistakes. 
The examples selected for this experiment are simple ones, but 
illustrate techniques that can be extended to other, more nu-
anced tutorial topics. Figure 1 shows how the tutorial appears 
to the student: a UML diagram, a very open-ended question, 
and a selection of possible responses, some of which the stu-

Figure 1: How the tutorial looks: A correct set of answers, and congratulatory remarks.
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In defining a named outcome, the Questionmark author 
gives a name to, and uses a simplified form of Boolean logic to 
describe, the most significant combinations of ‘answers giv-
en’ and ‘answers omitted’ by the student. In logical terms, the 
outcome is described as an ANDing or ORing of answers giv-
en by the student, or a negation of possible answers that the 
student did not give. The author can then use the occurrence 
of certain named outcomes to make the system’s dialogue with 
the student ‘jump’ to a new block of follow-on questions. (We 
shall look more closely at a specific example of such a named 
outcome—one called Terminology_All_Wrong—in the follow-
ing section.) Alternatively, accumulated scores can be used as 
criteria for jumping to a new set of questions or for ending 
the tutorial.

Outcomes may be associated with feedback—perhaps a few 
words of acknowledgement, advice, or encouragement from the 
instructor—or, they may result in a score being awarded. A single 
question (or stimulus) may have more than one outcome. This 
opens the possibility of a single question with several pieces of 
feedback. On the other hand, some outcomes may be declared 
as stopping points: once the condition for the outcome is satis-
fied, no further outcome is tested. Furthermore, outcomes may 

be quite subtle, allowing the author of the automated 
tutorial to distinguish between a student’s ability in 
differ ent areas of knowledge within a broader topic. 

A DIALOGUE MANAGEMENT 
STRATEGY
Take a problem that requires students to give an-
swers in two related areas of knowledge—for ex-
ample, interpreting a symbolic notation, and using 
the correct terminology to describe the notation 
(we shall put this in a subject-specific context in 
a moment). In these circumstances, depending on 
the tutorial style that the author of the system wish-
es to adopt, possible conditions arising in the stu-
dent’s interaction with the system, and the ensuing 
dialogue steps, might include the following points. 
Though informally expressed here, these points can 
be regarded as a set of dialogue management rules 
that collectively impose a rule-based dialogue man-
agement strategy.

Dialogue Management Rules
1.  For a student who can solve the problem 

correctly—choosing all the correct answers 
and none of the incorrect ones—the system 
provides appropriate words of congratulations 
and the tutorial concludes. 

2.  For a student whose knowledge is sporadic (a 
low score across the main knowledge areas—in 
this instance, notation and terminology), the 
system provides feedback and presents the 
whole exercise to the student again. 

combinations according to circumstance. In Figure 2 we see ex-
amples of such dialogue frames, in the context of a system-stu-
dent interaction: each frame consists of a selection of answer 
options, some of which are correct and some incorrect (these 
options can be regarded as ‘features’). The combination of fea-
tures and values that occur are used as conditions that deter-
mine the system’s next ‘move’, or step, in the dialogue. In Figure 
2 the values are shown as 1s and 0s, representing respectively 
the answers that the student selected and the answers that he 
or she did not select. For a limited number of named outcomes 
(which correspond to the most significant answer combina-
tions), and a small number of possible steps in the student’s 
path through the questions, the required authoring technique 
is straightforward. However, as the required system behavior 
comes to resemble that of a human-to-human dialogue, it is 
important to consider a more varied range of outcomes, any of 
which might be used to trigger a jump to an appropriate block 
of follow-on questions. More nuanced tutorial exchanges will, 
therefore, require more subtle design of questions, outcomes 
and conditional jumps. In A dialogue management strategy 
below, we consider in greater detail some application-specific 
rules that account for the dialogue steps in Figure 2. 

Figure 2: A frame-based dialogue fragment, managed according to the rules outlined 
in  the section A dialogue management strategy. The 1s and 0s represent respectively 
the answers that the student selected and the answers that he or she did not select.
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A SAMPLE PROBLEM
For a trial run of the approach, I chose a specific example: the 
interpretation of UML use case diagrams, an instance of which 
we have already seen in Figure 1. The Unified Modelling Lan-
guage (UML) User Guide [2] was used as a reference. ‘Use cases’ 
represent sets of sequences of actions (typically user-computer 
interactions), that provide some outcome of value to a user of 
a computer system. They help give structure to the very early 
stages of the software development process, and they indicate 
observable behavior that should eventually be tested from a 
user perspective. The use case diagram models the require-
ments of a software system as inter-connected use cases. Hav-
ing used and taught a use case approach to systems analysis for 
many years, I am usually on the lookout for several very basic 
misunderstandings. These concern:
•  the definition of a use case (“a description of a set of 

sequences of actions, including variants, that a system 
performs to yield an observable result of value to an actor” 
[2, p. 228]), and UML-related vocabulary more generally 
(matters of terminology);

•  confusion of <<include>> and <<extend>> arrows (here I 
treat this as a question of notation)—<<include>> arrows 
being used to show behavior that is always included in 
the flow (the sequence of user-computer interactions) of 
another use case, and <<extend>> arrows for behavior that 
is invoked only conditionally or exceptionally; 

•  getting the sense of the unidirectional <<include>> arrows, 
<<extend>> arrows and open-headed (white-headed) 
generalization arrows ‘the wrong way round’—again a 
question of notation. The <<include>> and <<extend>> 
arrows are read in the direction in which they point 
(e.g. Use Case K ‘extends’ [under certain circumstances] 
UseCase N’; Use Case L always ‘includes’ Use Case K). A 
generalized use case appears at the head of an open-headed 
arrow, its more specialized variant at the tail.

The tutorial example that I created makes few prior assump-
tions about the student’s knowledge of UML. It simply pres-
ents the student with a moderately challenging example of the 
UML use case notation in action, and asks the student to select 
the correct statements from the options available. Students can 
choose as many or as few answers as they think appropriate. 
As just described, the possible answers test two main areas of 
knowledge, notation and terminology, the same areas that we 
used in our earlier, more general example of dialogue flow—al-
though students are not explicitly told the areas being tested as 
they start the automated tutorial. 

HOW DOES THE SOLUTION RUN?
The screen shots illustrate some of the dialogue-like interac-
tion between the student and Questionmark in the role of tutor. 
The opening screen (like that shown in Figure 1, but with the 
answer boxes unchecked, and with a submit button for the stu-
dent to click) provides the stimulus that starts the ‘conversation’ 

3.  For a student who achieves a reasonable score overall, the 
system provides feedback and a ‘could do better’ message, 
and the tutorial concludes. 

4.  For students who fail the test completely, by providing no 
correct answers, feedback is provided, and the test is split 
into its component areas, each area being tested separately 
(in the manner described next). 

5.  For a student who completely fails in an area (completely 
misinterpreting the symbols, or using all the incorrect and 
none of the correct terminology), the system gives feedback 
on the student’s previous responses and poses a more 
focused question that deals with the failed component. 
Each of these focused, area-specific follow-up questions 
has a correspondingly restricted set of possible answers. 
The failed component is repeated, with feedback each time, 
until the student achieves a satisfactory performance, and 
then the second failed area (if there is one) is similarly 
addressed, before the whole tutorial is repeated—giving the 
student another opportunity for a ‘clean run through’.

6.  If a student makes no attempt to answer a question posed by 
the system (a blank response), the system repeats the question. 

Figure 2, introduced earlier, represents a small segment of a 
dialogue that is managed according to these rules. In Figure 2, 
Steps 1–3, the student’s incorrect terminology-related answers, 
the system’s more restricted follow-up question, and the sys-
tem’s return to the original question correspond to Rule 5 of the 
sample dialogue management strategy above. 

Implementing this behavior requires use of named outcomes 
and Boolean conditions that describe those outcomes. Question-
mark provides a GUI-based ‘outcome editor’ and with it a mark-
up language, QML, that supports a basic set of logical operators. 
Let us focus on one of these named outcomes—we shall give it 
the name Terminology_All_Wrong—an outcome associated with 
Step 1 of Figure 2. The assessment author uses the mark-up lan-
guage to define Terminology_All_Wrong as a specific combina-
tion of ‘responses selected’ and ‘responses not selected’ by the 
student: in this case, the definition—if we use the same letters 
as are shown in Figure 2—corresponds to the Boolean formula 

AT ∧ CT ∧ FT ∧ ¬DT ∧ ¬ET ∧ ¬HT

i.e., the student has selected all the incorrect terminology-re-
lated answers and none of the correct terminology-related an-
swers. The author specifies the feedback that the system should 
display when the named outcome or condition occurs. Then 
the author structures the overall flow of the tutorial in such a 
way that, if this named outcome is true, the system will ‘jump’ 
to the appropriate follow-up question (in this case the termi-
nology-focused question). In the section ahead—How does the 
solution run?—we see the effect of this and other named out-
comes on the system feedback and the dialogue flow. 

Steps 3 and 4 of Figure 2, where the student selects all the cor-
rect answers, and the system generates a congratulatory message, 
corresponds to Rule 1 of our Dialogue Management Strategy.
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now brings the student back to the opening question, with its 
full set of possible responses, so that the student may choose 
from these again. 

As has been indicated earlier, students who choose all the 
incorrect responses in either or both of the two (implicit) sub-
ject areas provoke a more interesting system reaction. Figure 4 
shows the system’s feedback when the student chooses all the 
incorrect terminology-related answers, and does not select any 
other answers (this is the student input that is shown in more 
abstract form in Step 1 of Figure 2, and that satisfies the condi-
tion of the named outcome Terminology_All_Wrong). The last 
three lines in Figure 4 are triggered by the student’s individual 
‘check-box’ responses: here we are reminded of the respons-
es that should have been chosen (and the responses that the 
student chose). The two comments ‘You didn’t spot all the cor-
rect examples […] and ‘You didn’t spot all the details […]’ are 
feedback from named outcomes and we have seen this feedback 
already in Figure 3. The short block of three lines beginning 
‘The terminology caused problems here’ is feedback triggered 
by Terminology_All_Wrong, the named outcome we looked at 
in some detail in the previous section. Not only does the feed-
back for this outcome include a summary of the terminology 
that the student should have recognized (“Remember: the di-

agram is about ‘use cases’ and it’s written in the 
Unified Modeling Language, or UML”), but it also 
lets the student know that system will be returning 
to this area specifically (“we’ll try the naming ques-
tions again in a moment”). And so, once the student 
acknowledges the system’s comments by clicking 
‘Continue,’ the system generates a single stimulus 
that deals only with terminology. The new, more 
focused question is shown in Figure 5. 

HOW DO THE STUDENTS REACT?
The initial reaction to the system (and at this stage 
the author can claim no more than an initial re-
action) has been very positive—to judge at least 
from the feedback given by those students who 
took a few moments to complete a short user sur-
vey that was also implemented in Questionmark. 
The great majority of students thought the tutori-
al was helpful, and expressed the wish that such 
tutorials should be longer and on a wider selec-
tion of topics. The most common dislike was that 

the tutorial was too short, while a small number expressed 
frustration that the ‘full solution’ wasn’t simply provided after 
several imperfect attempts. There were also a few references 
to awkward wording in the system’s feedback (for the teacher 
there is sometimes a compromise between natural phrasing 
and unambiguous technical accuracy), and awkward naviga-
tion though Questionmark. 

While the ‘dislikes’ were quite restrained in tone, the ‘likes’ 
expressed obvious enthusiasm, giving a strong impression that 
the students were generally well disposed towards the approach. 

between student and system. The use case diagram in the open-
ing screen, even though it is a simple one, includes an exam-
ple of each of the possible relationships between the use cases 
(represented by ellipses in the diagram). Included in the mix of 
possible responses are correct answers that allow the student 
to give a full account of the diagram—describing correctly the 
nature of the relationships represented by the symbolic nota-
tion, and correctly using use-case-related UML terminology. A 
student who provides a perfect set of responses (as is the case 
in Figure 1) is congratulated appropriately and directed towards 
some relevant further reading—clearly this tutorial is well with-
in the student’s capabilities and they can afford to expand their 
knowledge!

By contrast an inaccurate and incomplete set of responses 
to the opening stimulus leads to the system comments shown 
in Figure 3. Some of the comments (those marked 1 and 2) are 
feedback resulting from named outcomes with their Boolean 
conditions: i.e., from the answers available, the student over-
looked at least one correct use of terminology, or missed at least 
one correct interpretation of the direction of an arrow or its 
label (a matter of notation). Comments marked 3, 4, and 5 in 
Figure 3 represent feedback resulting directly from the individ-
ual responses selected by the student.

Overall the student fared poorly in the responses recorded 
in Figure 3—and, in this implementation, the system has a mea-
sure of this, because even though it does not show the student 
the scores that result from the responses, it does keep a tally of 
scores: 1 for a correct response; -1 for an incorrect response. 
The poor overall performance has a further consequence. With 
some words of explanation—“You could do much better on 
these answers – so let’s try again...” (these words come in the 
form of a message box (not shown here) that requires only an 
acknowledgement (a ‘submit’) from the student)—the system 

Figure 3: An inaccurate and incomplete set of responses from the student, and the 
tutorial system’s comments. (Annotated lines are referenced in the main text.)
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exam questions than non-respondents. Of course, 
this ‘better performance’ cannot be directly as-
cribed to the on-line tutorial: such a claim would 
require a more closely controlled experiment than 
the initial field trial reported here. But the signs are 
promising. 

TAKING STOCK AND LOOKING 
AHEAD
My initial experience of creating and deploying an 
automated, dialogue-based tutorial in a ‘live’ teach-
ing-and-learning environment has been very posi-
tive, but the process is not without its challenges. 

The authoring tool used, Questionmark, is an 
effective and well-proven means of reaching and 
managing large cohorts of students for on-line as-
sessment—and these considerations are of over-
whelming importance to the many large institu-
tions that rely on the software. However, since it is 
not a specialized tool for building human-computer 
natural language dialogues, using it to achieve the 

kind of outcomes described here requires some perseverance.
For instance, a more specialized dialogue tool (and generally 

such tools are for spoken dialogue, which has extra complica-
tions of its own) might be expected to offer the convenience 
of drag-and-drop dialogue states and mouse-drawn transitions 
between states [9, pp.164 ff.]—such aids to dialogue design are 
not available in the software used here. 

In more general terms, as is always the case with dialogue 
development, special care must be taken with the wording of 
questions, acceptable answers and feedback. It is particularly 
important that each piece of feedback conveys the correct mes-
sage, with the right tone, whenever it occurs, either as a phrase 
in isolation or in combination with other phrases. Much testing, 
restructuring of dialogue flow and rewording is to be expected, 
for a dialogue system must convey important information cor-
rectly and clearly: in this case, information that a student may 
be relying on as part of their exam preparation. 

Despite the challenges, we hope to develop more tutorials 
of the kind described here, in my own discipline (software en-
gineering) and in other disciplines. The students’ wish for more 
and longer automated tutorials is an incentive; so too is the in-
terest expressed by colleagues—teachers in my own and other 

“It tested a vast range of knowledge within UML. It would be 
really beneficial to have a quiz [tutorial] on each topic.”

Or, even more succinctly:

“Brilliant idea—wish there was one for each topic.”

However, comments that took up the theme of feedback were 
perhaps the most telling, given the ambition of this exercise to 
create a system that would engage in an adaptive dialogue with 
the user. Here are a few especially pertinent remarks...

“When you give an incorrect answer you actually got feed-
back and the reason why your answer is wrong, helping my un-
derstanding.” 

“It allowed me to get in depth feedback on the question, so I 
knew where I had gone wrong.”

“The variety of answers made it more challenging than a 
typical multiple-choice question which helps during revision to 
gain a greater understanding than the exam would delve into.”

...And the following in particular:
“It was specialized in its feedback and provided the option to 

repeat questions to help solidify understanding (in the context 
of Questionmark style questions)” 

This is perhaps the system’s greatest advantage: it gives 
feedback appropriate to the student’s responses, focuses on 
the area where reinforcement is needed, and manages to do 
that in the familiar context of the automated assessment tool 
Questionmark.

The students’ reaction to the experiment seems to confirm 
that they perceived a benefit. Indeed, students who had re-
sponded to the Feedback Questionnaire (presumably—if they 
were undertaking the exercise in good faith—after having tried 
the tutorial), also performed noticeably better in the relevant 

Figure 4: The student selected all the incorrect terminology-related answers and did 
not choose any other answers: now the system responds (cf. Figure 2, Steps 1 & 2).

Figure 5: The system’s follow-up to the problems noted in Figure 4 (cf. Figure 2, Step 2).

The great majority of students 
thought the tutorial was helpful, and 

expressed the wish that  
such tutorials should be longer and 

on a wider selection of topics.
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departments. However, as well as meeting immediate devel-
opment requests, we now want to study, in a more controlled 
manner, the pedagogical effects of the on-line, dialogue-based 
tutorial, specifically the usefulness of its adaptive elements, 
which require the greatest time and effort to implement well. 
We wish to examine different approaches to implementing such 
systems, in terms both of methodology and technology: how 
to create appropriate computer-based tutorials most efficiently; 
and how to use them to greatest benefit in teaching programs. 
As new, enhanced and more versatile means of implementing 
such systems become available, I and my colleagues will be ea-
ger to assess the opportunities they offer. And, as software engi-
neers, we shall also be watching out for opportunities to create 
some of our own, novel in-house solutions. 
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Computing curricula are being developed for elementary 
school classrooms, yet research evidence is scant for 

learning trajectories that drive curricular decisions about 
what topics should be addressed at each grade level, at 
what depth, and in what order. This study presents learning 
trajectories based on an in-depth review of over 100 scholarly 
articles in computer science education research. We present 
three levels of results. First, we present the characteristics 
of the 600+ learning goals and their research context that 
affected the learning trajectory creation process. Second, 
we describe our first three learning trajectories (Sequence, 
Repetition, and Conditionals), and the relationship 
between the learning goals and the resulting trajectories. 
Finally, we discuss the ways in which assumptions about the 
context (mathematics) and language (e.g., Scratch) directly 
influenced the trajectories.

INTRODUCTION
Several school districts, including public schools in Chicago, 
New York City, and San Francisco, have begun CS for All ini-
tiatives that will bring computational thinking (CT) instruction 
to all students, elementary through high school. However, the 
knowledge to create research-based curricula – namely what, 
how, and when to teach CT material – is still emerging.

There exist two bodies of research literature to draw upon – 
one discussing what CT concepts students should learn [2,22,38] 
and the other exploring what students at different ages did learn 
through various CT-related activities [11,12,14,16,17,20]. The 
wide breadth of literature presents a challenge: How do we ex-
tract cohesive learning trajectories for computational thinking 
concepts from a body of literature largely discussing individual, 
disconnected learning goals?

In this paper, we present the first three learning trajectories 
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and initialization, and Grover and Basu [20] explored student 
misconceptions of loops, variables, and Boolean logic.

CURRICULAR CONTEXT
Learning trajectories influence curriculum, but they also are 
reciprocally influenced by curricular choices [9]. We made two 
curricular choices that influenced our trajectories.

Mathematics integrated with CT is a promising approach. 
Integration with a traditional subject connects new CT con-
cepts to what students and teachers already know. Additionally, 
a large portion of the school day is already set aside for mathe-
matics, allowing this new content to fit into an already-full K-5 
curriculum, and there are many synergies between mathemat-
ics concepts and CT concepts.

Visual Block-Based Languages (VBBLs), such as Scratch 
[27], have become the language of choice for elementary lev-
el project-based curricula. The programming language and 
programming environment are the window through which 
learners interact with and learn about computational think-
ing. VBBLs are popular because they are used by dragging and 
dropping instructions (reducing syntax errors as well as typing, 
spelling, and memorization requirements) to create programs 
that involve the animation of 2-d images. 

THEORETICAL BASIS
Our work was influenced by several bodies of work. First, we 
draw on the learning trajectory approach to defining and de-
scribing the components of a learning progression in a manner 
that makes it useful for guiding learning and instruction. Sec-
ond, we draw on work reflecting a number of perspectives on 
how to organize and express the progression of topics at differ-
ent ages (depicted four different ways in Figure 1).

LEARNING TRAJECTORIES
In our work, we use a learning trajectory (LT) approach. An LT 
is a map, or route, from knowledge that students bring to the 
classroom to more sophisticated and detailed understanding of 
a topic [9]. The starting point of the route is a crucial aspect of 
a trajectory; LTs are based on the assumption that their gener-
ation should be based on understanding of the current knowl-
edge of the students being guided along the route [35] (a tenet 
of constructivism).

A learning trajectory begins as a thought experiment – a 
“hypothetical learning trajectory” in the words of Martin Si-
mon [34] – that anticipates ways that students might be en-
gaged in the kinds of thinking and learning necessary to move 
them toward the target understanding. These conjectures are 
then cyclically refined and tested in classrooms, with results 
with individual students or groups of students eventually being 
aggregated into a instructional sequence that might be consid-
ered “best-case” [9]. In this study, we attempted to synthesize 
scholarly literature to create initial hypothetical LTs to be tested 
in future work. A similar approach was used by Confrey, Ma-
loney, and Corley [10], who developed learning trajectories by 

(Sequence, Repetition, and Conditionals) developed through 
analysis of over 100 published papers over the past decade. In 
particular, we make the following four contributions:

•  Identify two study attributes common in current research 
literature that limit the studies’ usefulness in creating full, 
empirically-supported learning trajectories.

•  Articulate a decision-making process, grounded in educa-
tion theory, to connect related learning goals.

•  Present three learning trajectories and discuss their rela-
tionship to current literature.

•  Discuss the ways in which assumptions about our context 
(integration with mathematics) and programming lan-
guage (e.g., Scratch) directly influenced the trajectories.

The rest of the paper is organized as follows. We first pres-
ent related work and our theoretical basis. We then describe 
our methods and results, analyzing attributes of the literature 
as it is relevant to this endeavor and presenting the learning 
trajectories. In the discussion, we consider the ways in which 
our assumptions influenced the trajectories. Finally, we provide 
concluding thoughts.

BACKGROUND
Our project is based on prior work in computational thinking 
and is situated in particular curricular contexts.

RELATED WORK
Wing’s foundational paper describes computational thinking 
as “solving problems, designing systems, and understanding 
human behavior, by drawing on the concepts fundamental to 
computer science,” noting connections between CT and prob-
lem-solving strategies of other disciplines [38]. These connec-
tions have been further described by Barr and Stephenson [3] in 
a report on efforts to develop a definition of CT that is “coupled 
with examples that demonstrate how computational thinking 
can be incorporated in the classroom.”

A challenge in bringing CS/CT to all has been understand-
ing what topics, to what depth, and in what order computa-
tional thinking can be taught at different grades. Different tools 
and approaches have been used to explore this issue. Early work 
explored using Logo to teach a variety of content areas at differ-
ent ages [7, 8, 30]. The reemergence of computing in elementary 
schools has largely focused on Scratch, a popular block-based 
language. Seiter and Foreman [33] used existing Scratch proj-
ects across different grade levels to identify how computational 
thinking concepts varied by level in their Progression of Early 
Computational Thinking (PECT) Model. However, existence of 
a block in a project is not evidence of understanding the full 
meaning of the block, as Brennan and Resnick [5] found when 
interviewing Scratch contributors. Others have looked more 
directly at how CT content might be ordered. Dwyer et al. [11] 
explored lower anchor points and learning progressions for 
early work in algorithmic development, Franklin et al. [16] ana-
lyzed 4th, 5th, and 6th grade student work in sequence, events, 
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1c, in which students revisit some of the same topics each year, 
building some new knowledge and complexity each time.

Finally, our work is influenced by the constructivist assump-
tion that all effective learning utilizes knowledge that learners al-
ready possess [34]. This perspective might lead to a trajectory that 
begins with everyday experiences, then “filters” them to identify 
the aspects that are most relevant to the new learning, gradually 
refining everyday knowledge to apply to academic topics of inter-
est. For our work, we conceptualize the progression as starting 
with everyday experiences, proceeding to broad CT ideas, then 
applying those ideas to programming, as shown in Figure 1d.

METHODS
Our methods for building learning trajectories take place in 
five iterative phases: (1) extracting learning goals (LGs) from 
literature, (2) categorizing learning goals, (3) clustering learning 

goals, (4) assembling clusters into trajectories, and (5) assigning 
evidence levels to goals and relationships. We describe each of 
these phases in the sections that follow. The overall process is 
summarized in Figure 2.

organizing and synthesizing the Common Core State Standards 
for Mathematics (CCSS-M), one of the most widely-adopted 
standards documents in U.S. education.

To operationalize the assembly of LTs from literature, we 
conceptualized LTs as having three parts: a set of learning goals, 
a developmentally appropriate path through those goals, and a 
set of illustrative activities that help students move along the 
path [9]. Our literature review process was designed with the 
aim of extracting information about these three elements from 
the articles reviewed. In this paper, we focus on the first two el-
ements of learning trajectories: goals and pathways. Thorough 
discussion of tasks is beyond the scope of this paper.

SHAPES OF LEARNING TRAJECTORIES
Several theories of learning influenced the manner in which we 
organized our trajectories. The influence of each of these theo-
ries is described in the Methods section.

First, learning progressions have been proposed that illus-
trate a path (or choice of paths) that a student goes through 
while developing understanding of a particular topic, with the 
final goal being some level of understanding appropriate to the 
student’s age and experience [4]. This might lead to a trajectory 
with a shape as depicted in Figure 1a – largely linear with some 
choices in path.

Other scholars have made the argument that learning pro-
gression models, in general, are too simple to capture the learn-
ing process. Hammer and Sikorski [23] argue that a particular 
level of understanding requires different pieces of knowledge. 
These pieces of knowledge may not have a particular order and 
may be activated differently depending on the learning context. 
This perspective might lead to a trajectory more like Figure 1b, 
with many more independent pieces of knowledge that, once 
learned, result in a deeper or more complete understanding.

A third influence on the shape of our trajectories is theory 
inspiring spiral curricula, itself influenced by cognitive theory 
advanced by Jerome Bruner [6]. Bruner wrote, “We begin with 
the hypothesis that any subject can be taught in some intellec-
tually honest form to any child at any stage of development.” 
That is, complex topics can be simplified in various ways for 
young children. Those same topics are revisited multiple times, 
teaching more depth and complexity as students mature. In this 
case, the shape of a learning trajectory would look like Figure 

Figure 1: Shapes and content of LTs as influenced by theoretical framings.

Figure 2: The learning trajectories creation process.
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flow of control, or Iterative, recursive, and parallel thinking. 
We chose these particular concepts because they were widely 
discussed in the literature and had the most concrete learning 
goals, making them a useful starting point for refining our pro-
cess. In future work, we plan to develop learning trajectories for 
the other aspects of CT articulated in Table 1.

Four researchers independently sorted this collection of 
LGs into categories, with no predetermined categories. The 
researchers then met to discuss what major themes emerged. 
Based on these thematic discussions, new categories were de-
fined, and researchers independently re-sorted the original 
collection into these categories. Any LG that was sorted into 
the same category by at least three of the four researchers was 
retained, with any goals that did not meet this criteria removed 
from the collection. The resulting collections of goals were 
called clusters. This paper discusses the LTs created from three 
clusters: Sequence, Repetition, and Conditionals.

PHASE 4: ASSEMBLING CLUSTERS INTO 
TRAJECTORIES
We used a two-stage process to assemble each cluster of 
learning goals into a trajectory. Due to the limited information 
available within the literature (as discussed in the Literature 
Attributes section), we gathered an interdisciplinary team 
consisting of experts in computer science, computational sci-
ence, computer science education, mathematics education, 
and mathematics curriculum to agree upon decisions involv-
ing the trajectories.

First, we wrote “consensus goals” (CGs) to articulate big 
ideas expressed within a cluster and assigned to each CG the 
learning goals that supported it. An LG was characterized as di-
rectly supporting a CG if the CG could be considered a restate-
ment of the LG. An LG was considered inferred support for 
the CG if it was not a direct restatement, but was more specific 
than the CG, represented an idea for which the CG was a pre-
requisite, or lacked sufficient detail to provide direct support.

Second, we attempted to articulate relationships and de-
pendencies among the consensus goals that define potential 
pathways through the goals. To do so, we applied the theo-
ries discussed in Section 3.2 as follows. To apply the theory 
of learning progressions, we noted any study results that sug-
gested a progression in difficulty (e.g., when students could 
complete one aspect of a task but not another), and used this 
information to place the less difficult ideas before the more 
difficult ideas.

We then adopted three general organizational heuristics 
based on the pieces-of-knowledge theory, spiral curriculum 
ideas, and constructivist assumptions, respectively:
1.  Address and develop component ideas separately before 

expecting them to be applied in concert.
2.  Identify the minimum knowledge needed to create an 

artifact applying a concept, and place this knowledge 
into a progression. Then add to the trajectory by adding 
alternative, branching paths that add layers of complexity 
to the use of the concept.

PHASE 1: EXTRACTING LEARNING GOALS FROM 
LITERATURE
The literature search included all articles that cited Wing’s [38] 
paper on computational thinking, keyword searches of the Ed-
ucational Research Information Center (ERIC) database, and 
proceedings from the 2006–2016 Special Interest Group on 
Computer Science Education (SIGCSE) Technical Symposium 
and the Innovation and Technology in Computer Science Ed-
ucation (ITiCSE) Conference. Application of retention criteria 
described in [31] resulted in 108 articles.

We define a learning goal as any explicit statement or im-
plicit endorsement of what students can or should be able to do 
in relation to computational thinking. Example heuristics for 
identifying learning goals that meet this definition can be found 
in [31]. When possible, text was recorded verbatim from the 
article, aside from minor edits to be understood out of context. 
This process resulted in 671 learning goals.

PHASE 2: CATEGORIZING LEARNING GOALS
As each learning goal was extracted from an article, it was cat-
egorized by concept and support type. Concepts, taken from 
[21], are listed in Table 1. The two support types are student 
and theoretical.

Student support: The authors describe evidence that stu-
dents of particular ages were able to engage with the learning 
goal.

Theoretical support: The authors describe the goal and/or 
its appropriateness for students without citing any particular 
evidence other than their own expertise or work with learners 
outside the target student population (e.g., teachers or other 
adults).

Each article was independently reviewed by at least two re-
searchers to extract and categorize learning goals. If intercoder 
agreement of at least 80% could not be reached through dis-
cussion, a third reader coded the LGs from the article inde-
pendently and decided the remaining discrepancies. 

PHASE 3: CLUSTERING LEARNING GOALS
Learning goals were sorted into large groups according to com-
binations of concepts. In this paper, we discuss the set of LGs 
tagged as related to Conditional logic, Algorithmic notions of 

Table 1: Concept categories for sorting learning goals.

Concepts [21]

Abstraction and pattern generalization

Systematic processing of information

Symbol systems and representations

Algorithmic notions of flow of control

Structured problem decomposition

Iterative, recursive, and parallel thinking

Conditional logic

Efficiency and performance constraints

Debugging and systematic error correction
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MOST RESEARCH IN K-8 FOCUSES ON INDEPENDENT 
LEARNING GOALS RATHER THAN THE DEPENDENCY 
BETWEEN MULTIPLE LEARNING GOALS. 
A related attribute of the literature is that most research (81%) 
focused on a single learning goal or independent learning goals 
rather than the relationship between multiple learning goals. 
For example, studies asked questions such as, did students 
learn how to think in parallel [19]? Or, are students able to 
create programs with Booleans, variables, conditionals, loops, 
functions, or events, which were the programming constructs 
taught [25]? This is related to the fact that most studies 
were on novice learners – most interventions were short, so 
students would not learn enough in a single intervention to 
study the relationships between different learning goals. This 
was another factor that led us to rely on educational theories 
to determine relationships among consensus goals.

LEARNING TRAJECTORIES
We now present three learning trajectories: Sequence, Rep-
etition, and Conditionals. We begin by presenting numerical 
summaries of the trajectories, shown in Tables 2 and 3. Table 
2 shows the number of learning goals in each cluster, detailing 
how many had student support and how many had theoretical 
support. In the cases of Sequence and Repetition, a handful of 
learning goals were discarded during the trajectory construc-
tion process due to being miscategorized or being identified as 
the same goal extracted twice from different reports of the same 
study. The number of LGs used to support the final trajectory 
is shown in the third column. All the LGs in the Conditionals 
cluster were used in the trajectory.

Table 3 shows the number of consensus goals and arrows 
in each trajectory, along with how many of the CGs are offline 
goals versus computer-based goals, and how many of the arrows 
were supported by information extracted from the literature.

Pictorial summaries of the trajectories are shown in Figures 3, 
4, and 5. Gray boxes indicate offline, or “unplugged,” CGs, while 
white boxes indicate computer-based CGs. Arrows indicate two 
types of relationships between consensus goals. First, a black ar-

Table 2: Learning goals for each cluster.

Trajectory Total LGs (Student / 
Theoretical) LGs used in trajectory

Sequence 48 (34 / 14) 37

Repetition 47 (30 / 17) 42

Conditionals 49 (34 / 15) 49

Table 3: CGs and arrows for each trajectory.

Trajectory
Total CGs (Offline 

/ Computer-
based)

Total arrows Literature-
supported arrows

Sequence 10 (5 / 5) 11 3

Repetition 10 (5 / 5) 13 0

Conditionals 12 (6 / 6) 18 3

3.  Begin with the ideas most closely connected to students’ 
everyday lives, continue toward broad CT concepts, 
and finally apply CT to programming. In practice, this 
resulted in a pattern of addressing “unplugged” ideas before 
programming-specific ideas.

In addition to these heuristics, we also applied knowledge of 
mathematical skills, pedagogical approaches used in mathemat-
ics instruction, and likely programming languages that would 
be used in age-appropriate activities. We discuss the ways in 
which these assumptions influenced the resulting trajectories 
in the Discussion section.

PHASE 5: ASSIGNING EVIDENCE LEVELS
A last cross-check was performed on all consensus goals with 
relevant learning goals to ensure that the CGs aligned with the 
original intent of the LGs.

The collection of learning goals supporting each consensus 
goal was examined. If at least one learning goal supporting a 
CG had student support, the CG was marked with student 
support; otherwise, the CG was marked with theoretical sup-
port. Any CGs without learning goals supporting them were 
removed. We also identified which arrows were supported by 
the literature and which were a result of professional judgment 
guided by the heuristics above.

LITERATURE ATTRIBUTES
In this section, we describe two attributes of the CS education 
literature that made it difficult to create empirically-supported 
learning trajectories.

LITTLE RESEARCH IN K–6 HAS BEEN PERFORMED 
ON STUDENTS DELIBERATELY CHOSEN TO HAVE 
COMPUTING EXPERIENCE.
Only 14% of the studies that produced LGs with student support 
stated that the students had some programming/CT experience. 
The rest either stated that students had mixed experience (10%), 
unclear experience (43%), or no experience (33%). As a result of 
the low experience level of most study participants, similar goals 
have been attempted by students of disparate ages. For exam-
ple, one study showed that eighth and ninth graders could de-
compose a game into a sequence of frames [32], while another 
showed that Kindergarteners can parse a sequence of events into 
component steps [14]. These goals could be generalized into the 
same consensus goal about parsing a large task into parts, but the 
wide range of grade levels gives little information about where 
this goal should be placed within an age-graded trajectory. In ad-
dition, the grade range in a study was sometimes too wide to be 
useful, such as an analysis of Scratch projects created by students 
aged 8–18 in an after-school program [28].

As a result, we were largely unable to use the ages or grade 
levels of students to inform the relationships between consen-
sus goals. We instead relied heavily on our theoretical under-
pinnings to determine relationships among goals.
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4 of the Methods section, we placed CGs relating to each big 
idea separately before CGs that combined them. Following 
Heuristic (3), we articulated a path through each big idea that 
started with everyday knowledge, proceeded to CT, and later 
addressed programming. During this process, we also made use 
of three student-supported dependence relationships pulled 
from the literature.

In this trajectory, both the early, offline CT goals and the lat-
er programming goals are well-supported by LGs with student 
support. This was not the case for the other two trajectories, as 
discussed below.

Trajectory Description. The Sequence trajectory begins with 
two branches: Precision and Order. The beginning treatment 
includes the Precision branch, whereas the intermediate treat-
ment includes both branches and the coordination of the two 
ideas. Note that the arrows between consensus goals within 
the Precision branch are largely black, while the arrows within 
the Order branch are largely grey. This means that the Order 
branch shows a possible path, not a path based on strict de-
pendencies. The order of CGs within the Order branch, as well 
as the choice to put this branch in the intermediate treatment 
instead of the beginning treatment, was influenced by our work 
in mathematics, as described in the Discussion.

After the branches meet, our two subsequent consensus goals 
are springboards to other learning trajectories. “Some commands 
modify the default order of execution, altering when and which 
instructions are executed.” leads to Repetition and Conditionals, 
described below. “The position of a new command can affect out-
comes.” describes the modification process, as opposed to creation 
process, of programming. This not only relates to understanding 
instructions and ordering, but it also relates to debugging tech-
niques, the subject of a future learning trajectory not included in 
this paper. Due to the need for coordination with other topics, we 
place these CGs in the advanced treatment of Sequence.

REPETITION
Construction Process. The Repetition (iteration / loop) trajec-
tory was assembled from 47 LGs, with a 30/17 split on student 

row indicates that the understanding of the source box is neces-
sary (or at least very helpful) to understand the destination box. 
Second, a grey arrow indicates that traversing through the pre-
vious box is helpful, but not always necessary to reach the desti-
nation box. These grey arrows are the beginnings of a spiral cur-
riculum, allowing students to make multiple paths through the 
same material, gaining more understanding each time. Finally, 
information on the lower right-hand corner of each box indicates 
the number of LGs that were coalesced into this consensus goal 
and the stronger type of evidence found for a CG or relationship 
arrow (S for student support or T for theoretical support).

We now discuss each trajectory in more depth with details 
on the LT construction process, including an example of a set 
of learning goals that were coalesced into a single consensus 
goal, and a discussion of the ideas summarized in the trajectory.

SEQUENCE
Construction Process. The Sequence cluster included 48 learning 
goals, 34 with student support and 14 with theoretical support. Ta-
ble 4 lists the three learning goals that were coalesced into the sin-
gle “The order in which instructions are carried out can affect the 
outcome.” consensus goal. This example shows two things. First, 
the three learning goals were nearly identical, discussing various 
activities involving putting instructions in order. Second, the con-
sensus goal was expressed as an understanding goal rather than an 
action goal. To articulate the consensus goal, we determined a core 
knowledge students would either learn from or demonstrate their 
understanding of by performing the specified actions.

As the learning goals were synthesized into consensus goals, 
two big ideas emerged: Precision and Order, as seen in the two 
branches in Figure 3. Following Heuristic (1) discussed in Phase 

Table 4: Three LGs leading to one Sequence CG.

LG1 Correctly sequence a set of computational instructions. [13]

LG2 “[P]ut instructions in the correct sequence”. [1]

LG3 “[G]iven lines of pseudocode that need to be put in the correct order to 
solve a problem”, put them in order. [24]

CG The order in which instructions are carried out can affect the outcome.

Figure 3: Sequence learning trajectory.
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able loop – this is what we suggest for beginners. The other two 
branches relate to recognizing the power of repetition (“Repeat-
ing things can have a cumulative effect.”) and how and when to 
stop a repetition. At the end of the intermediate treatment, stu-
dents have an understanding of how and when to use multiple 
kinds of loops. An advanced treatment introduces nested loops 
and using variables (and conditions) to control loops.

CONDITIONALS
Construction Process. The Conditionals trajectory was assem-
bled from 49 LGs, with a 34/15 split on student support vs. 
theoretical support. Table 6 lists the four LGs that were co-
alesced into “Each of the two states of a condition may have 
its own action.” This example illustrates that the context of the 
trajectory is necessary to see the relationship between the LGs 
and the resulting CG. On its face, the LGs do not necessarily 
speak directly to the importance of considering the false state. 
However, this is what distinguishes this CG from its predeces-
sors – other LGs referred only to an if statement or generally 
to conditionals. The presence of the else and the stated desire 
to take into account all boundary conditions resulted in a sep-
arate CG focused on paying special attention to considering 
the false state of a condition and specifying the else clause of 
a conditional.

Following Heuristic (3), we began the Conditionals LT with 
the basic understanding of cause and effect and of evaluating 
the truthfulness of a statement. Spiral curriculum ideas (Heu-
ristic (2)) strongly influenced the shape of this trajectory, as 
analysis of the LGs in this cluster revealed many layers of com-
plexity both in consideration of possible conditions and in how 
conditionals might be implemented.

Table 6: Four LGs leading to one Conditionals CG.

LG1 Interpret the results of conditional statements. [26]

LG2 Use an “if/else statement”. [37]

LG3 Use an if/else statement. [33]

LG4 “Write an algorithmic solution … that takes into account all boundary 
conditions”. [2]

CG Each of the two conditional states may have its own action.

support versus theoretical support. Table 5 lists the four LGs 
that were used to create one CG. This example illustrates the 
ways in which we inferred support from seemingly disparate 
LGs into one CG. LG1 articulates an understanding that restat-
ing instructions in fewer commands can be desirable, imply-
ing that children should know how to do so. LG2 points out 
that students can be expected to think about a loop construct 
without using it in a program, implying that a broader, offline 
CT goal can appear before a programming goal. “Explicit loop-
ing” in LG3 refers to using repetition and being aware that you 
are doing so, implying that you should be able to express the 
repetition ideas explicitly. Finally, LG4 points out that using a 
loop requires abstraction, which we specify as identifying what 
repeats and how many times it should repeat. Thus we consider 
all of these LGs to be inferred support for the understanding of 
how to write instructions using repetition language.

Following Heuristic (3), the first CG in this trajectory relates 
to how repetition manifests in everyday life. The LT then pro-
ceeds towards broad CT ideas related to repetition and finally 
proceeds to programming goals. Interestingly, we found that 
though approximately 64% of the LGs in this cluster had student 
support, these tended to support the five programming consen-
sus goals – in particular, the CG about basic understanding and 
use of a loop command (“Computers use repeat commands.”). 
We relied heavily on theoretical literature to articulate the early 
CGs, and defined the pathways based entirely on our heuristics.

Trajectory Description. Figure 4 depicts the resulting Repe-
tition learning trajectory. It begins with the idea that repetition 
is used for many tasks, then expands into three branches ad-
dressing broad CT ideas related to repetition. The first relates to 
expressing the need to repeat instructions via a simple, count-

Figure 4: Repetition learning trajectory.

Table 5: Four LGs leading to one Repetition CG.

LG1 Recognize when it is not desirable to “repeat code in the same project”. [29]

LG2 Identify “loop constructs but not necessarily working code.” [18]

LG3 Use “explicit looping”. [22]

LG4 Use “loops” (as an example of abstraction). [3]

CG Instructions like “Step 3 times” do the same thing as “Step, step, step.”
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first or the effect of order? If we look to the CS K-12 Framework 
[15], we see that order comes first.

Research-supported pedagogical approaches to early explo-
ration of mathematical operations, however, de-emphasize the 
importance of order of steps. A traditional approach to teaching 
two-digit addition is depicted in Figure 6a. To add 15 + 27, the dig-
its in the ones places are added (5 + 7 = 12). We write the 2 in the 
ones column of the sum and carry the 1. Then 1 + 1 + 2 are added, 
resulting in 4. We write the 4 in the tens column to get the final 
answer of 42. This is a specific algorithm in which the order of the 
steps matters. However, another approach encourages students 
to explore the meaning of addition and invent their own meth-
ods for computation. As they gain understanding of the counting 
sequence, children often invent “jump” strategies such as jumping 
up 20 from 15, then jumping up 5 more, then 2 more, as shown in 
Figure 6b [36]. A different student may prefer to start from 0, then 
jump up by the ones (5 from 15 and 7 from 27) and then by the tens 
(10 from 15 and 20 from 27), as shown in Figure 6c. Both methods 
result in the same answer, 42. The additions could be performed 
in any order, and the numbers broken up in more than one way.

Now looking closely at the Order branch of the Sequence 
trajectory, we see that it reflects the order of math instruction, 

Trajectory Description. The Conditionals trajectory is spi-
raled to present three levels of advancement in understanding. 
At a beginning level, students learn the binary nature of condi-
tions, the cause-and-effect connection between condition states 
and outcomes, and the commands necessary to use condition-
als in a program. At this level of understanding, event-based 
programs could be used without explicit if-then statements. An 
intermediate treatment adds multiple conditions and overlap-
ping conditions, requiring multiple or nested conditionals, as 
well as explicit if-then-else code that breaks the sequential exe-
cution of a single code snippet. Finally, an advanced treatment 
introduces Boolean variables.

DISCUSSION
In the absence of evidence from the literature to order con-
sensus goals, or when there were multiple reasonable possi-
bilities, two extra pieces of information were used to influence 
the ordering: mathematics and programming language. In this 
section, we discuss more thoroughly specific examples of how 
mathematics and programming language assumptions influ-
enced the decisions made.

MATHEMATICS
Mathematics influenced our trajectories by providing an exist-
ing order in which CT concepts related to mathematics were 
introduced. In essence, where the CT literature was lacking in 
tying concepts to grade levels, mathematics instruction provid-
ed insight into existing expectations for students to use those 
concepts, even if they are not presented as such. 

For example, in the Sequence LT shown in Figure 3, which 
concept should be taught first – that different instructions can 
have the same outcome or that the order of instruction affects 
the outcome? That is, should understanding instructions come 

Figure 6: Three ways to add 15 + 27. (a) uses a rote process, whereas (b) 
and (c) show different orders and steps.

Figure 5: Conditionals learning trajectory.
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CONCLUSION
This paper presents detailed learning goals, and connections 
between them, for three CT concepts: Sequence, Repetition, 
and Conditionals. We provide insight into how these topics can 
be developed by harnessing knowledge from students’ everyday 
experiences, potentially leading to broader understanding of 
how CT applies to the world than would result from teaching 
through programming alone. We also discuss how integration 
context and programming languages can influence (though not 
determine) learning trajectories.

This is merely a starting point. More empirical data is nec-
essary to better understand the relative difficulty of different 
concepts, how they map to specific grade levels, and how they 
change based on integration with specific subjects. Finally, 
there are several more trajectories to be created, such as De-
bugging, Decomposition, and Abstraction. 
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An Instrument to 
Assess Self-Efficacy  
in Introductory 
Algorithms Courses

We report on the development and validation of an 
instrument to assess self-efficacy in an introductory 

algorithms course. The instrument was designed based 
upon previous work by Ramalingam and Wiedenbeck and 
evaluated in a multi-institutional setup. We performed 
statistical evaluations of the scores obtained using this 
instrument and compared our findings with validated 
psychometric measures. These analyses show our findings 
to be consistent with self-efficacy theory and thus suggest 
construct validity.

INTRODUCTION
Self-efficacy, introduced by Bandura [2], is a self-belief concept 
to which, among other effects, considerable influences on aca-
demic achievement have been attributed—see, e.g., Pajares and 
Schunk [31] and the references therein. According to Bandura, 
self-efficacy, i.e., the expectation of personal efficacy, determines 
“whether coping behavior will be initiated, how much effort will 
be expended, and how long it will be sustained in the fact of ob-
stacles and aversive experiences” [2, p. 191]. In the light of recent 
reports regarding mental problems and decreasing resilience 

among college students [19, 40], a positive correlation between 
self-efficacy and coping behavior makes investigating self-effi-
cacy in undergraduate computing classes worthwhile not only 
from a purely achievement-oriented point-of-view.

It has been argued that self-efficacy can be influenced by 
corresponding teaching methods—see, e.g., [1, 35, 42] and the 
references therein. For the development and assessment of such 
methods, validated instruments for measuring self-efficacy are 
needed. While Bandura describes the concept of self-efficacy 
in a domain-unspecific way, it is apparent that coping strate-
gies and techniques for domain-specific challenges should be 
assessed with domain-specific instruments. It could be argued 
that developing a course-specific self-efficacy instrument for 
every single course in the curriculum might not be needed. 
Given, however, that AP courses or computer science classes 
in higher secondary education usually focus on programming 
and programming-related constructs, an algorithms course is 
likely to pose challenges even to those with prior experience in 
computer science. Hence, even students who entered college 
well-prepared may need to overcome obstacles and experience 
averse situations. For understanding how to cope with this, an 
instrument specific to the course it is applied in is mandatory.
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community, e.g., [28, 38]. This theory is concerned with wheth-
er or not a learner believes that intelligence and abilities can be 
developed. This theory is related to self-efficacy, there are, how-
ever, important differences: For example, a learner may have 
a fixed mindset, i.e., believe that abilities and intelligence are 
inherited and cannot be changed, but still report a high self-ef-
ficacy for certain tasks. On the other hand, a growth mindset 
supports the development of self-efficacy and vice versa—see 
the literature review by Farrington et al. [15].

PARTICIPANTS AND ADMINISTRATION
When composing the study group for developing an instrument 
to assess the self-efficacy in algorithms, we had to balance dif-
ferent aspects: on one hand, a large enough population should 
be considered to work in similar conditions as Ramalingam and 
Wiedenbeck who used n = 421 responses for the design of their 
scales. On the other hand, noting that Ramalingam and Wie-
denbeck aggregated “eight sections [. . . ] taught by seven dif-
ferent instructors” [36, p. 369] we also aimed at using courses 
taught by different instructors to reduce possible bias. Taking 
into account both enrollment measures and mission goals (the 
two of the four criteria suggested by Rawson et al. [37] relevant 
for our context), we ended up with four different participating 
institutions. Three of these (Bowdoin College, Washington & 
Lee University, and Williams College) are located in the United 
States, the other institution (Westfälische Wilhelms-Universität 
Münster) is located in Europe. The three US schools have been 
rated consistently among the top undergraduate institutions, the 
computer science department at Westfälische Wilhelms-Uni-
versität Münster has a comparable department size and similar 
enrollment measures and student-to-faculty ratio as the other 
institutions. All instructors were tenured research faculty; the 
second author taught the course at Bowdoin College.

The fact that this set of participants is not representative of 
the general student population was a deliberate design choice. 
Due to the relative homogeneity of the student population, more 
external factors could be ruled out for examining the construct 
validity of the instrument. Moreover, self-efficacy theory pre-
dicts that gains will be stronger for those with low initial self-ef-
ficacy [2]. Hence, an instrument that is developed based upon 
data from participants assumed to show a relatively high initial 
self-efficacy1 and that then can be shown to be sensitive to even 
small changes, is of additional value. When interpreting the re-
sults of future applications of the instrument, however, the char-
acteristics of the respective study group should be kept in mind.

The size of the student population from which fully complet-
ed responses were obtained during the pre-course study that  
led to the construction of the subscales for our instrument 
was npre-course = 362. Of these, 53 participants were from US  
institutions while 309 participants were from Westfälische  
Wilhelms-Universität Münster. The large number of students 
from Westfälische Wilhelms-Universität Münster is explained 

Even though self-efficacy influences academic achievement, 
efficacy expectations alone are not sufficient [2, 25]. In addition 
to efficacy expectations, matching outcome expectations are 
needed. An outcome expectation is concerned with believing 
that a certain behavior will result in a certain outcome, whereas 
an efficacy expectation is concerned with believing that one can 
execute a certain behavior (that potentially leads to a certain out-
come) [2]. Put differently, outcome expectations are needed to 
align one’s behaviors with a certain goal, but it is a different issue 
to be convinced that one can actually do what is needed to reach 
these goals. In our study, we focused on efficacy expectations.

Self-efficacy does not necessarily manifest itself in “height-
ened grades” but can be seen as “an important measure of what 
students ‘get’” [42, p. 374] from a class. Consequently, measuring 
self-efficacy is different from measuring academic performance.

Our research question was how to develop and conceptually 
validate an instrument to assess self-efficacy in the context of 
an algorithms course. We discuss the design of such an instru-
ment, an exploratory factor analysis along with an investiga-
tion of the internal consistency, and—through comparing our 
findings with self-efficacy theory and other measures—its con-
struct validity. As the validation of such an instrument usually 
takes multiple iterations, the research questions of identifying 
factors that influence the measured construct and of develop-
ing corresponding interventions could not be addressed during 
the first stages of the development reported upon here and thus 
are subject of future work.

RELATED WORK
The concept of self-efficacy has received a considerable amount 
of attention in educational psychology (see, e.g., [31] and the ref-
erences therein): according to Google Scholar, Bandura’s seminal 
paper has been cited over 43,000 times. In contrast, the systematic 
study of self-efficacy has received comparatively little attention in 
computer science education with an exclusive focus on introduc-
tory programming self-efficacy. Ramalingam and Wiedenbeck 
[36] developed a 32-item instrument for measuring computer 
programming self-efficacy. This instrument has subscales for 
four empirically derived factors, interpreted as “Independence 
and Persistence”, “Simple Programming Tasks”, “Self-Regulation”, 
and “Complex Programming Tasks” [36]. Using this instrument, 
Zingaro [42] showed that peer instruction positively contributes 
to self-efficacy in a CS1 course. Ramalingam et al. [35] built upon 
their previous work to link previous experiences, self-efficacy, 
and mental models as factors influencing the performance in an 
introductory programming course. Another self-efficacy scale 
was developed by Quade [34], this scale, however, is not specific 
to course contents and instead includes more general academic 
and career expectations. In a small-scale, qualitative study, Kin-
nunen and Simon [24] investigated the self-efficacy of computer 
science freshmen using a grounded-theory approach; they fo-
cused on the role of programming assignments.

The growth mindset-theory [14] has been the subject of a 
number of recent papers in the computing education research 1  Table 4 indeed shows rather high initial scores.
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vanced topics, such as dynamic programming or randomiza-
tion to upper-level courses. Each instructor may have personal 
preferences for which algorithms to explain in more detail. Fi-
nally, the assignment of algorithms to a particular introductory 
course is not fully agreed upon even within the scope of the 
ACM computing curriculum [21].

To make our instrument as broadly applicable as possible, 
we thus decided to not focus on particular algorithms, e.g., 
Quicksort or the Floyd-Warshall algorithm. Doing so, we also 
tried to avoid the pitfall of soliciting a self-reported assessment 
of very specific skills such as executing a particular algorithm 
as opposed to the intended self-reported self-efficacy related to 
a more general understanding of topics in algorithms. Based 
upon curricular aspects and previous work on topics in algo-
rithms prone to misconceptions [17, 39], we constructed items 
pertaining to runtime analysis, divide-and-conquer, and dy-
namic programming; see Table 1.

We deliberately decided to only include items that could 
be operationalized easily. In particular, even though part of 
the motivation to perform well in an algorithms course is that 
major companies include “problem solving” items in their as-
sessments, we refrained from including more generic “problem 
solving” or “abstraction” items into our instrument.2 A very 
practical reason for this is that he instrument, just like Ra-
malingam and Wiedenbeck’s instrument, was designed to be 
administered at a very basic college level or maybe even ad-
vanced placement level and thus should be refined to very basic 
aspects. More importantly, though, recent research on abstrac-
tion in computer science classes shows “a strong tendency, by 
many senior students, to remain on low levels of abstraction, 
even after realizing abstraction in a variety of CS courses” [18, 
p. 242] and identifies a lack of practicing abstraction in algo-
rithms courses. Also, the development of abstraction strategies 
appears to take a longer time than the course of a semester [32].

The existence of a “problem solving” scale in Mathematics 
seems to contradict the above reasoning. Indeed, Pajares and 
Miller [30] report having used Dowling’s Mathematics Con-
fidence Scale [12]; another set of items has been proposed by 
Dunham [13]. A closer look at these items, however, reveals 
that the term “problem solving” is used differently: the items 
in Dunham’s scale present a mathematical problem of the 
form “Solve 2

(x+3)-2>0” [13, p. 123] and ask the subject about 
the confidence of correctly selecting one of five given answers. 
The items in Dowling’s scale3 are of the form “A living room 
set consisting of one sofa and one chair is priced at $200. If the 
price of the sofa is 50% more than the price of the chair, find the 
price of the sofa” [20, Table 3]. In contrast, the task of “solving 
a problem” in an algorithms course usually includes modeling 
the problem, devising an algorithm (or another mathematical 
construct), proving its correctness, and then applying it to the 
given setting, see, e.g., [18]. Hence, our above reasoning stands.  

by the fact that the algorithms course is a second-semester 
course attended by a variety of non-majors, including students 
with Mathematics, Physics, or Business Information Manage-
ment majors; all students had taken the same “Introduction to 
Programming” course in the preceding term and, hence, were 
indistinguishable from the point of previous exposure to com-
puter science concepts in college. The US students had taken 
“Introduction to Computer Science” and “Data Structures” 
courses prior to the “Algorithms” courses considered. For the 
validity of the study, we note that with the exception of dynam-
ic programming (see Section “Analyses”) all students were ex-
posed to the same concepts, algorithms, and competence re-
quirements.

The instrument was administered in-class and in a pa-
per-based form as the experiences from a small pilot study as 
well as from other surveys led to expect a high response rate. 
On each sheet of paper, the students were asked to give a one-
way hashcode based upon information privy to the students 
only; this code was used to match the otherwise anonymous re-
sponses from the pre-course survey and the post-course survey. 
The pre-course surveys were administered during the first week 
of classes, the post-course surveys were administered during 
the last week of classes.

As participation was voluntary and, more importantly, at-
tendance in class was not required, we had npost-course=130 re-
sponses to the post-course questionnaires. The number of 
matched answers from all pre- and post-course questionnaires 
was nmatched=107 (28 US/79 European). Preempting the analyses 
detailed in Section “Analyses” where we will present the pre- 
and post-course scores in aggregated form, i.e., for all partici-
pants, and detailed by continent, we note that the nominal im-
balance of the study population did not affect the (significance 
of the) results reported.

DESIGN OF THE INSTRUMENT
In the design of our instrument, we started from the scale pro-
vided by Ramalingam and Wiedenbeck [36]. We examined each 
item and checked whether the constructs behind it could be 
transferred to an algorithms course. This led to the exclusion 
of almost half of the items that referred, e.g., to the usage of 
reserved words in a programming language, the object-orient-
ed paradigm, or using third-party functions or libraries. We 
also decided not to restate the “self-regulation” subscale in the 
context of algorithms as, after Ramalingam and Wiedenbeck’s 
paper, self-determination theory has led to validated psycho-
metric instrument for measuring self-regulation [4]; also, the 
concept of a “deadline for a programming project” [36] has no 
direct counterpart in an algorithms course.

Depending on the school and the preferences of instruc-
tors, the main focus of an algorithms course may vary between 
the details of the implementation in a particular programming 
language to formal proofs of correctness. Furthermore, it is 
not uncommon in Europe to teach both data structures and 
(non-advanced) algorithms in one course and defer more ad-

2   This is in contrast to a deliberately generic instrument to assess self-efficacy in 
Engineering Design [7].

3  We report on Hackett and Betz’ adaptation [20].
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10 “Mentally trace through the execution of an iterative algo-
rithm given to me” (Factor “Pseudocode Writing and Trac-
ing”) is only marginally in excess of 0.3. However, as the next 
highest loading was well below 0.3, we decided not to omit this 
item and its assignment to the factor. For Item 5 “Comprehend 
a complex divide-and-conquer algorithm”, both the primary 
loading (0.362; Factor “Advanced Paradigms”) and the second-
ary loading (0.302; Factor “Algorithm Design”) were higher than 
0.3. However, the secondary loading was only marginally higher 
that this threshold value, the primary loading was roughly 20% 
higher than the secondary loading. As, in addition, the inspec-
tion of the items in each group confirmed that the Item 5 cor-
responded to Item 17 which had a clearly higher loading on the 
“Advanced Paradigms” Factor than on the “Algorithm Design” 
factor, we decided to also keep Item 5 in the instrument and 
assign it to the “Advanced Paradigms” factor.

The reliability of the scores, measured by Cronbach’s Alpha, 
was 0.938 with reliability of the four factors ranging between 
0.871 and 0.929. This is slightly less than the reliability of Rama-
lingam and Wiedenbeck’s scores but still high enough to meet 
clinical standards [5]. The scale showed a high re-test validity 
in the npost-course=130 post-course responses: the reliability of all 
scores was 0.950 with the reliability of the four factors ranging 
between 0.868 and 0.931.

To possibly account for differences between the institutions, 
we attempted to separately extract factors based upon the US 
and European data. However, the data quality for the npost-courseUS 
=32 US responses was too low (KMO measure: 0.684) to yield 
reliable results. Thus, we used the above factors derived from all 
pre-course responses. Table 2 presents the descriptive statistics 
of the empirically-derived factors and their correlations.

Naturally, the above factors could also be used with differ-
ent weights that reflect their relative importance for a certain 
outcome.

ANALYSES
We discuss the results of applying the scale and the factors ob-
tained by our exploratory factor analysis. To assess construct 
validity of our instrument, we relate our findings to self-efficacy 
theory.

PRE-/POST-COURSE 
According to general self-efficacy theory and previous studies 
on self-efficacy, an increase in self-efficacy is to be expected 
over the course of a semester. To verify this, we analyzed the 
change in the overall, i.e., averaged over all 21 items, pre-course 
and post-course scores.

According to Fay and Proschan, one should use a t-test 
“whenever the difference in means is desired for interpreta-
tion of the data” [16, p. 19]. Analyzing the data showed two 
outliers that were more than 1.5 box-lengths from the edge of 
the box in a boxplot. The first of these values corresponded an 
increase from 1.5 (pre-course) to 5.85 (post-course). Further 
inspection revealed that this student had indicated a low con-

As discussed above, Ramalingam and Wiedenbeck had identi-
fied “Independence and Persistence” as the factor with the high-
est Eigenvector. The corresponding items concerned “complet-
ing a programming project” with various levels of support. We 
addressed this by constructing items for both algorithm design 
and runtime analysis that assumed matching levels of available 
support. A small-scale pilot study at Bowdoin College (Fall 
2015) showed that administering the instrument did not pose 
organizational obstacles. Also, no student reported difficulties 
regarding understanding the items.

EXPLORATORY FACTOR ANALYSIS
To assess the construct validity of our instrument and to be able 
to better interpret the results, we followed Ramalingam and 
Wiedenbeck and performed an exploratory factor analysis of 
the pre-course data.4 In line with the previous approach, data 
was extracted using principal axis factoring and, as the factors 
could not be expected to be independent, a direct oblimin fac-
tor rotation.

With 21 items and npre-course=362 responses to the pre-course 
questionnaire, the overall Kaiser-Meyer-Olkin (KMO) mea-
sure was 0.908 with individual KMO measures all greater than 
0.846, classifications of “meritious” to “marvellous” [22]. Bart-
lett’s Test of Sphericity was statistically significant (p<0.001, 
χ2=6027.217), indicating that the data was likely factorizable. 
The analysis revealed four factors with Eigenvalues greater than 
1 which explained 44.3%, 9.3%, 7.9%, and 4.7% of the total vari-
ance, respectively. Together, these factors explained 66.3% of 
the total variance. These factors met the interpretability criteri-
on and were thus retained.

The interpretation of the data was consistent with what 
the instrument was designed to measure indicating construct 
validity. The data showed strong loading of items referring to 
designing an algorithm with varying degrees of support on Fac-
tor 1. This “Algorithm Design” factor accounted for 44.3% of 
the variance and included an item referring to finding coun-
terexamples for an algorithm known to be incorrect; this item, 
however, has a low loading factor of 0.390. Five items referring 
to understanding and applying the divide-and-conquer and the 
dynamic programming paradigm strongly loaded on Factor 2. 
This factor accounted for 9.3% of the variance and is referred 
to as “Advanced Paradigms”. Four items referring to analyzing 
the runtime of an algorithm with varying degrees of support 
strongly loaded on Factor 3. This factor accounted for 7.9% of 
the variance and is referred to as “Runtime Analysis”. The re-
maining six items, referring to producing and tracing pseudo-
code, strongly loaded on Factor 4. This factor accounted for 
4.7% of the variance and is referred to as “Pseudocode Writing 
and Tracing”.

The details, given in Table 1, also show that there are two 
items with low primary loadings: the primary loading of Item 

4   All statistical analyses reported upon were performed using IBM SPSSTM 24 using 95% 
confidence intervals.
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fidence (“1”) on all items containing technical terms specific to 
the design and analysis of algorithms. It appears that this stu-
dent had responded to the cue “If a specific term or task is to-
tally unfamiliar to you, e.g., because it has not been discussed 
in class, yet, please mark 1” (this cue also had been used by Ra-
malingam and Wiedenbeck [36, p. 372]), hence, the value was 
kept in the analysis. The second of these values correspond-
ed to a decrease from 5.0 (pre-course) to 1.16 (post-course). 
Even though this value was extreme, we could not dismiss the 

data point as some of 
the entries were larg-
er than 1 indicating 
that the student had 
not simply given an 
unreflected, default 
answer.

To assess the in-
fluence of the sec-
ond of these outliers, 

Table 1: Factor pattern coefficients, communality estimates, means, and standard deviations for the algorithms self-efficacy items (npre-course=362). For 
each item, the highest factor pattern coefficient above 0.300 is shown in bold. For each of the resulting factors, alpha reliability estimates are given 
in parentheses. The underlined means display the highest value in each factor which represents the most confident item within this factor. The lowest 
mean is displayed in italics.

No. Item Description I II IIl IV h2 M SD

Factor 1: Algorithm Design (α = 0.898)

6 Come up with an algorithm if I could call someone for help if I got stuck. .916 -.044 .051 .004 .757 5.27 1.310

7 Come up with an algorithm once someone helped me get started. .856 -.043 -.043 -.007 .734 5.17 1.311

8 Come up with an algorithm if I had a lot of time. .830 -.057 -0.94 -0.35 .704 5.35 1.335

4 Organize and design an algorithm in a modular manner. .624 .210 .068 .031 .533 4.15 1.505

9 Find ways of overcoming the problem if I got stuck while coming up with an algorithm. .444 .87 -.222 .182 .591 4.42 1.311

15 Come up with a counterexample for an algorithm known to be incorrect. .390 .158 -.144 .169 .483 4.20 1.427

Factor 2: Advanced Paradigms (α = 0.881)

18 Understand the dynamic programming paradigm. -.077 .943 -.032 -.025 .834 3.43 1.725

19 Comprehend a dynamic programming algorithm. -.023 .942 .040 -.041 .818 3.43 1.673

20 Write down a recursive definition of the optimal solution for a dynamic program. .042 .799 -.009 -.070 .645 3.02 1.536

17 Understand the divide-and-conquer paradigm. .091 .506 -.096 .196 .505 4.99 1.541

5 Comprehend a complex divide-and-conquer algorithm. .303 .362 -.064 .191 .532 3.90 1.720

Factor 3: Runtime Analysis (α = 0.929)

12 Analyze the running time of an algorithm once someone else helped me get started. .040 -.045 -.937 -.058 .843 4.59 1.481

13 Analyze the running time of an algorithm if I had a lot of time to do so. .005 -.005 -.914 -.028 .843 4.59 1.481

11 Analyze the running time of an algorithm if I could call someone for help if I got stuck. -.063 -.009 -.912 -.014 .755 4.56 1.557

14 Find ways of overcoming the problem if I got stuck at a point while analysing the running time of 
the algorithm. .016 .084 -.746 .059 .677 4.11 1.448

Factor 4: Pseudocode Writing and Tracing (α = 0.871)

1 Write a pseudocode description for computing the average of three numbers. -.117 -.055 .041 .984 .801 5.77 1.432

2 Write a pseudocode description for solving a small problem that is familiar to me. -.029 -.069 -.005 .940 .823 5.68 1.294

3 Write a pseudocode description for solving a reasonably complex problem that is only vaguely 
familiar to me. .198 .023 .014 .665 .637 4.38 1.410

16 Write a pseudocode description for sorting n numbers. .143 .100 -.045 .549 .505 4.99 1.541

21 Write a pseudocode description for binary search in an ordered array of n numbers. .077 .236 -.156 .364 .415 4.06 1.788

10 Mentally trace through the execution of an iterative algorithm given to me. .261 .026 -.276 .307 .501   5.14 1.418

Table 2: Spearman’s rank-correlation coefficients for the exploratory 
factor analysis from the pre-course data (npre-course=362; ∗∗: correlation 
significant at p<0.01).

Mean SD Factor 1 Factor 2 Factor 3 Factor 4

Algorithm Design 4.758 1.114 1.000

Advanced Paradigms 3.585 1.420 0.559∗∗ 1.000

Runtime Analysis 4.470 1.366 0.593∗∗ 0.468∗∗ 1.000

Pseudocode Writing  
and Tracing 5.004 1.160 0.688∗∗ 0.475∗∗ 0.529∗∗ 1.000

Table 3: Results of running a paired t-test on the n = nmatched = 107 differences between pre- and post-course scores 
(average over all items). Both mean and standard deviation (in parentheses) are given. Results are reported for the scores 
derived from all items and the scores derived without the items referring to Dynamic Programming.

Group n
All Items Excluding Dynamic Programming Items

µ pre µ post δ µ t p µ pre µ post δ µ t p

ALL 107 4.56 (1.00) 5.37 (0.95) 0.81 (0.86) 9.714 < 0.0005 4.81 (1.02) 5.55 (0.92) 0.74 (0.85) 8.977 < 0.0005

US 28 4.70 (0.98) 5.97 (0.76) 1.27 (0.87) 7.642 < 0.0005 5.08 (1.05) 5.95 (0.78) 0.87 (0.93) 4.936 < 0.0005

Europe 79 4.50 (1.01) 5.15 (0.91) 0.65 (0.81) 7.180 < 0.0005 4.71 (1.00) 5.41 (0.93) 0.69 (0.82) 7.486 < 0.0005
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contained in the curricula for the US courses. Filtering out 
the three items related to dynamic programming, the analysis 
showed the changes to be much more consistent across insti-
tutions: the scores for the US courses increased by 0.871 (95% 
CI, 0.509 to 1.23; t(27)=4.936, p<0.0005) and the scores for the 
European institution increased by 0.694 (95% CI, 0.510 to 0.879; 
t(78)=7.486, p<0.0005). Thus, the influence of the two subgroups 
(US vs. European) did not affect the overall outcome or its signif-
icance: Table 3 show that a statistically significant increase could 
be found for both the whole population and individual groups.

SELF-EFFICACY GAIN FOR QUARTILE GROUPS
Given that only few, if any, students have been exposed to the 
topics covered in an algorithms course before, it can be assumed 
that a low initial self-efficacy is not attributed to previous aver-
sive experience. In line with Ramalingam and Wiedenbeck, we 
thus conjectured that the largest gain in self-efficacy would be 
observed for those with a low initial self-efficacy.

To investigate this hypothesis, we conducted a one-way 
ANOVA (α=0.05) to determine whether the difference in pre-
course and post-course scores was different for the groups de-
termined by the pre-course scores’ quartiles. The group corre-
sponding to the lowest quartile contained 27 participants, the 
other groups, in increasing order of quartiles, contained 31, 23, 
and 26, participants, respectively. As discussed above, the data 
set contained two outliers, one of which could be traced back to 
apparently erring on the side of caution and checking “not at all 
confident” for every single item on the pre-course questionnaire, 
hence, resulting in an extremely large increase in self-efficacy. 
The other participant showed an extreme drop in self-efficacy, 
which we have been unable to explain so far. Thus, the data of 
both participants was retained. Homogeneity of variance, as as-
sessed by Levene’s test for equality of variances (p=0.076), was 
observed. Data is presented as mean ± standard deviation. 

The increase in self-efficacy was statistically significant-
ly different for the four 
groups (F(3,103)=9.974, 
p<0.001, partial η2=0.363). 
The differences increased 
from the first (1.46±0.85), 
to second (0.76±0.98), to 
third (0.67±0.52), to fourth 
(0.32±0.58) groups, in 
that order. Tukey post hoc 
analysis revealed that the 
increase from the first to 
the second (-0.69, 95% CI  
(-1.22 to -0.16), p=0.005), 

from the first to the third (-0.77, 95% CI (-1.35 to -0.21), 
p=0.002), and from the first to the fourth group (-1.13, 95% CI 
(-1.69 to -0.57), p<0.001) was statistically significant.

GENDER
Responding to the literature on gender differences regarding 
self-assessment in computing [3, 8, 11], we followed up by a 

we ran a t-test with and without this data point included. In 
both cases, normality was confirmed using a visual inspec-
tion of a Normal Q-Q plot.5 Including the second outlier, 
the scores increased by 0.812 (95% CI, 0.646 to 0.978) from 
pre-course to post-course, the increase was statistically sig-
nificant, t(106)=9.714, p<0.0005. Excluding the second outlier, 
the scores increased by 0.846 (95% CI, 0.692 to 0.999) from 
pre-course to post-course, the increase was statistically sig-
nificant, t(105)=10.952, p<0.0005. We concluded that keeping 
the extreme outlier did not affect the type or significance of 
the change and retained it as well.

We then separately investigated the descriptive statistics 
and the change in scores for the three US institutions6 and the 
European institution. For the three US institutions, there were 
no outliers in the data, as assessed by inspection of a boxplot 
for values greater than 1.5 box-lengths from the edge of the 
box. The differences in scores were normally distributed as as-
sessed by visual inspection of a Normal Q-Q plot and the Sha-
piro-Wilk test (n=28, p=0.926). The scores increased by 1.26 
(95% CI, 0.927 to 1.607) from pre-course to post-course, the 
increase was statistically significant, t(27)=7.642, p<0.0005.

For the European institution, Shapiro-Wilk test failed to 
confirm normality due to the presence of the extreme outlier 
discussed above (n=79, p=0.004). Following the above line of 
reasoning, however, we confirmed normality using visual inspec-
tion of a Normal Q-Q plot and kept the data point.7 The scores 
increased by 0.651 (95% CI, 0.470 to 0.831) from pre-course to 
post-course, the increase was statistically significant, t(78)=7.180,  
p<0.0005.

The t-values given indicate that the increase in scores was 
higher for the US institutions than for the European institu-
tions. However, it is important to note that the curriculum for 
the European course did not contain dynamic programming 
as this topic was handled in an advanced algorithms course.  
Instead, the course covered several data structures topics not 

5   The second outlier, however, caused the Shapiro-Wilk test to fail (n=107,p<0.001); 
deleting this data point would have resulted in the Shapiro-Wilk test confirming 
normality as well n=106,p=0.165).

6   Due to the small sample sizes at each institution and as the courses had been 
selected to be comparable (see Section “Participants and Adminstration”), we did not 
perform separate analyses for each institution.

7  Deleting the extreme data point would have resulted in passing the Shapiro-Wilk test  
     as well (n=78,p=0.244).

Table 4: Descriptive statistics for various demographic groups. For each factor, mean and standard deviation (in 
parentheses) are given. The European course did not cover Dynamic Programming, hence, the post-course scores 
for the “Advanced Paradigms” self-efficacy factor are considerably lower.

Pre-Course Self-Efficacy Post-Course Self-Efficacy

Group n Algorithm 
Design

Advanced 
Paradigms

Runtime 
Analysis

Pseudocode 
Write/Trace

Algorithm 
Design

Advanced 
Paradigms

Runtime 
Analysis

Pseudocode 
Write/Trace

US female 8 4.85 (1.61) 2.73 (1.56) 5.53 (1.07) 5.60 (0.77) 5.77 (1.00) 6.15 (0.99) 6.03 (0.94) 6.27 (0.62)

US male 20 4.85 (1.22) 3.14 (1.21) 4.90 (1.81) 5.75 (0.72) 5.82 (0.84) 5.89 (0.70) 5.55 (1.19) 6.36 (0.73)

US 28 4.85 (1.31) 3.02 (1.31) 5.08 (1.64) 5.71 (0.72) 5.80 (0.87) 5.96 (1.13) 5.68 (0.69) 6.33 (0.76)

Europe 79 4.84 (1.04) 3.63 (1.45) 4.32 (1.33) 5.01 (1.11) 5.30 (1.05) 4.81 (1.20) 5.13 (1.27) 5.75 (0.94)

ALL 107 4.85 (1.12) 3.48 (1.44) 4.53 (1.45) 5.19 (1.06) 5.43 (1.03) 4.72 (1.32) 5.28 (1.25) 5.91 (0.91)
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general self-efficacy scale taken from the Motivated Strategies 
for Learning Questionnaire, this similarity in observations sup-
ports convergent construct validity. Lishinski et al. also found 
female students to exhibit different development patterns than 
male students: female students were reported to adjust their 
self-efficacy before the midterm exams while male students 
started adjusting their self-efficacy after this point. In our anal-
yses using a one-way ANOVA, however, we could not detect 
statistically significant differences between male and female 
students for the changes in scores from pre-course to pre-mid-
term (F(1,21)=0.21, p=0.887) and post-midterm to post-course 
(F(1,21)=0.75, p=0.786). We hypothesize these divergent obser-
vations to be related to the different nature of the introducto-
ry programming course studied by Lishinski et al. and the in-
troductory algorithms courses studied by us: female students 
have been reported to have less confidence in their computing 
ability than male students [3], also it is known that program-
ming-heavy courses and their assignments induce an emotional 
burden [23]. Combining these two factors with the fact that the 
midterm was the first feedback that might positively influence 
self-efficacy can explain the observations of Lishinski et al.. At 
the same time, these factors and the self-selection also reported 
by Beyer et al. [3] is suited to explain why no such gender-based 
difference could be observed in our study of a much more 
math-oriented algorithms courses.

For assessing motivational aspects that may influence the 
self-efficacy after the midterm, we administered a 12-item 
questionnaire together with the post-midterm questionnaire. 
The subscales in this instrument were taken from the Intrinsic 
Motivation Inventory—see, e.g., [10]—and referred to “Interest/
Enjoyment”, “Perceived Competence”, and “Pressure/Tension”. 
These scores were checked for correlations with the post-mid-
term self-efficacy scores as measured by our instrument. Not all 
variables were normally distributed (Shapiro-Wilk test, p<0.05), 
so Spearman rank-order correlations were computed. Prelimi-
nary analyses showed all relations to be monotonic as assessed 
by scatterplot.

Table 5 shows that both the “Interest/Enjoyment” and the 
“Perceived Competence” scores positively correlate with the 
post-mid-term self-efficacy (nmidterm=46). Conversely, the “Pres-
sure/Tension” scores negatively correlate with post-midterm 
self-efficacy. This is in line with Bandura’s theory about the cor-
relations between performance accomplishment and self-effi-

one-way ANOVA (α=0.05) for both the overall scores (averaged 
over all items) as well as for each of the factors. As we only had 
access to the gender information of ngender =28 US participants, 
the population studied was rather small. Normality for the 
change in scores was assessed using a Shapiro-Wilk test with-
in each group (p>0.05). There was homogeneity of variances, 
as assessed by Levene’s test for equality of variances (p=0.340). 
However, no statistically significant differences between the 
group of nfemale,US =8 female participants and the groups of 
nmale,US =20 male participants (F(1,26)=0.130, p=0.721) could 
be detected; the same holds on the level of the factors. This is 
consistent with the findings of Ramalingam and Wiedenbeck 
who could not find a statistically significant difference between 
(much larger groups of ) female and male students w.r.t. com-
puter programming self-efficacy. Their hypothesis that “females 
entering computer science are members of a self-selected group 
that tends to have high mathematics [...] experience” [36, p. 379] 
is supported by Beyer [3] who reported (slightly) higher Math 
ACT scores for both major and non-major female students in 
introductory programming courses.

PRE-/POST-MIDTERM
In each of the US courses considered in this study, students had 
to take a midterm exam. Since the midterm exam was the first 
major formal feedback putting self-efficacy in context with ac-
tual performance, we administered our instrument immediate-
ly before and after the midterm exam.

The changes as reported by our instrument could not be 
shown to be statistically significant: 12 of the nmidterm,matched =23 
students for which we had complete data saw an increase in 
self-efficacy while 11 participants saw a decrease. In the light 
of self-efficacy theory, this is rather unsurprising, since taking 
this first algorithms exam could either reinforce existing self-ef-
ficacy, show performance accomplishments, or give demoti-
vating, negative feedback. Consistent with self-efficacy theory, 
the gain in self-efficacy from this first calibration point until the 
end of the course was statistically significant again as assessed 
by a Wilcoxon signed-rank test8 (n=23, nincr=16, ndecr=5, ntie=2, 
z=2.714, p=0.007, r=0.40). This can be related to both perfor-
mance accomplishments later in the course and vicarious expe-
riences as “seeing others perform threatening activities without 
adverse conditions [...] [can convince observers that they can] 
achieve at least some improvement” [2, p. 197]. We conjecture 
that the small class sizes at the participating 
US institutions favored closely observing vi-
carious experiences.

We relate these observations to the find-
ings by Lishinski et al. [26]. In their research 
on general self-efficacy in an introductory 
programming course, they observed the 
influence of performance feedback on the 
development of self-efficacy. As they used a 

Table 5: Spearman’s rank-correlation coefficient for post-midterm self-efficacy and factors from 
the Intrinsic Motivation Inventory (nmidterm=46; ∗: correlation significant at p<0.05; ∗∗: correlation 
significant at p<0.01).

Mean SD Self-Efficacy Perceived 
Competence

Interest/
Enjoyment

Pressure/
Tension

Self-Efficacy 5.761 0.853 1.000

Perceived 
Competence 4.147 1.479 0.629∗∗ 1.000

Interest/
Enjoyment 4.326 1.132 0.527∗∗ 0.662∗∗ 1.000

Pressure/
Tension 4.116 1.601 -0.335∗ -0.604∗∗ -0.280 1.0008   Due to the small number of subjects for which data was 

available, we decided not to use a t–test.
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self-efficacy, (rS (99)=0.772, p<0.001). At first, this may seem 
to indicate that the two instruments measure the same con-
struct more than nomological expectations would indicate 
and, hence, that our instrument is not course-specific enough. 
However, previous research showed a correlation between per-
formance in introductory programming and introductory al-
gorithms courses [9] indicating that also self-efficacy in these 
areas may be correlated.

Moreover, divergence was found during the factor analysis. 
In the original paper, Ramalingam and Wiedenbeck had worked 
with items asking for the confidence to “complete a program-
ming project” given various degrees of support. These items had 
been found to constitute a factor labeled “Independence and 
Persistence”. In the design of our instrument, we had restated 
these items both the “come up with an algorithm” context (Items 
6-8) and “analyze the running time” context (Items 11-13). Our 
exploratory factor analysis (using the same methodology as 
Ramalingam and Wiedenbeck) clearly separated these two in-
stantiations of Ramalingam and Wiedenbeck’s “Independence 
and Persistence” factor. Instead, the analysis grouped them with 
different other items indicating that at least on subscale levels 
the instruments were not measuring identical constructs. We 
leave to future work whether the domain-specifics overshadow 
the interpretation of Ramalingam and Wiedenbeck or whether 
their interpretation of this factor should be revisited.

SELF-REGULATION 
As mentioned in the introduction, we had not included self-reg-
ulation items in our instrument. Instead, this score was deter-
mined using ten items from Black and Deci’s validated scale 
[4]. Six of these items referred to “Autonomous Regulation”, the 
remaining four items referred to (externally) “Controlled Regu-
lation”. We compared these scores with the scores for the “Self- 
Regulation” factor as determined by Ramalingam and Wie-
denbeck’s instrument (see above). While positive correlations 
could be found between this factor and both autonomous and 
controlled regulation as well as the sum of these, none of these 
were statistically significant. Again, this suggests a discrimi-
nation of our instrument against the instrument proposed by 
Ramalingam and Wiedenbeck. Also, the missing convergence 
between Black and Deci’s instrument and the “Self-Regulation” 
factor of Ramalingam and Wiedenbeck raises interesting reval-
idation questions for future work.

PERSONALITY TRAITS 
According to O’Connor and Paunonen [29], the “Conscien-
tiousness” and “Openness to Experience” personality traits 
are positively associated with academic success. As self-effi-
cacy has been associated with academic success as well [30, 
31], we thus investigated whether nomological validity, i.e., a 
“relationship between measures purported to assess differ-
ent (but conceptually related) constructs” [33, p. 137f.] could 
be established. Personality traits scores were determined us-
ing sixteen “Conscientiousness” items and eight “Openness to  
Experience” items from the NEO personality inventory [27]. 

cacy on one hand and emotional arousal and self-efficacy on 
the other hand [2, p. 195ff.]. In addition, we compared these 
motivational scores with self-reported midterm graded ob-
tained as part of the post-course evaluation. Reporting these 
grades was optional, hence, not all students chosen to do so 
(nreported-grades=28). As already observed by Wilson and Shrock 
[41], no statistically significant correlation between grades and 
self-efficacy (as reported immediately after having completed 
the exam) could be observed (Spearman’s rank-order, rs (28)= 
-0.203, p=0.300). Running a Spearman’s rank-order correla-
tion on “Pressure/Tension” and self-reported grades, however, 
showed a rather strong correlation (rs (28)=0.545, p=0.003). As 
the grades were coded inverted, i.e., A = 1, B = 2, and C = 3, this 
shows that high pressure/tension correlated with a low grade. 
This is of particular interest, as all midterm exams were take-
home exams, i.e., it can be assumed that time pressure played a 
weaker role than for in-class exams.

CONSTRUCT VALIDITY
The validation of an instrument usually requires multiple it-
erations during which the instrument may be refined. In the 
context of this paper, we only report on our preliminary steps 
to assess construct validity. In the previous section, we have 
discussed how the changes in pre- and post-scores related to 
general self-efficacy theory. To further investigate construct 
validity, we followed Peter [33] who distinguishes four aspects 
of construct validity: reliability, convergent validity, divergent 
validity, and nomological validity.

The reliability, i.e., how much the instrument is correlated 
with itself was assessed through the alpha reliabilities within 
the factors (between 0.871 and 0.929, see Table 1) and the sta-
tistically significant correlations between the factors (see Table 
2). Both measures showed the necessary reliability conditions 
to be fulfilled.

As the proposed instrument is, to the best of the authors’ 
knowledge, the first instrument directed towards assessing 
self-efficacy in the domain of introductory algorithms, a mul-
titrait-multimethod matrix [6], the standard method to assess 
convergent and divergent validity, could not be computed. In-
stead, we tried to establish nomological and discriminant va-
lidity by relating the obtained scores and other psychometric 
scores obtained together with the algorithms pre-course ques-
tionnaire. As in no case all variables were normally distributed 
(Shapiro-Wilk test, p < 0.05), all correlations were computed as 
Spearman’s rank correlations.

COMPUTER PROGRAMMING SELF-EFFICACY
This score was determined by administering the instrument 
developed by Ramalingam and Wiedenbeck [36]. This instru-
ment was administered in all courses together with our instru-
ment during the pre-course tests. Where needed, we restated 
the items in terms of the programming language used in the 
preceding programming course. We found a strong positive 
correlation between programming self-efficacy and algorithms 
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We found positive correlations between “Conscientiousness” 
and both programming self-efficacy (rS(99)=0.383, p<0.001) and 
post-course algorithms self-efficacy (rS(99)=0.332, p=0.001); 
correlation to pre-course algorithms self-efficacy was weaker 
(rS(99)=0.200, p<0.05). “Openness to Experience” was positive-
ly correlated to pre-course (rS(99)=0.272, p=0.006) and post-
course (rS(99)=0.300, p=0.003) algorithms self-efficacy; correla-
tion to programming self-efficacy was weaker (rS(99)=0.272, 
p=0.012). These findings are consistent with the interpretation 
of “Conscientiousness” in terms of motivation and the weaker 
role of “Openness to Experience” as discussed by O’Connor and 
Paunonen [29], thus suggesting nomological validity.

SUMMARY
Summarizing the analyses reported in this section, we conclude 
that reliability could be confirmed statistically and supporting 
evidence for nomological validity (through other psychometric 
score) and divergent validity (through comparison with pro-
gramming self-efficacy and general self-regulation) can be re-
ported. Due to the lack of alternative instruments, convergent 
validity could not be examined beyond comparing our instru-
ment with an instrument to assess programming self-efficacy.

CONCLUSION
We have developed an instrument geared towards assessing 
self-efficacy in an introductory algorithms course. An explor-
atory factor analysis showed four main factors which we inter-
pret as “Algorithm Design”, “Advanced Paradigms”, “Runtime 
Analysis” and “Pseudocode Writing and Tracing”. The results 
of statistical analyses on the first application of this instrument 
suggest construct validity with respect to general self-efficacy 
theory. Additional support for construct validity comes from 
correlations with related psychological factors, such as motiva-
tion and personality traits.

To strengthen the validity argument and to increase the con-
fidence in making judgements using this instrument in broader 
student populations, we plan to extend the context of applica-
bility and to apply this instrument at institutions with a broader 
range of selectivity. Also, we aim at identifying topics and cor-
responding items for which extreme changes or no changes at 
all can be observed when assessing self-efficacy; this will enable 
us to examine the influence of teaching methodologies on algo-
rithms self-efficacy.  
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#include <stdio.h>
int main() {
    char* letters = “CS1ISFUN”;
    char* text = letters;
    printf(“%c”,*(++text));
    while (*letters >= text[1])
        letters++;
    printf(“%c\n”,*(letters-7));
}

E
ach of these nine functions is written in a different actual programming 

language and each prints out one or two characters when run. Put 

the output in alphabetical order by programming language and it will 

spell the answer to this puzzle! Puzzle answer next issue!

public static void main(String[] args) {
    String itsTrue = “THIS IS A PROGRAM.”;
    int j = 0;
    for (int i = 0; i < 3; i++) {
        while (itsTrue.charAt(j) > 64)
          j++;
 j++; 
     }
    System.out.println(itsTrue.substring(j,j+1));
}

Late-night Drink for Programmers.

Ingredients.
50 ml Mountain Dew
75 ml Red Bull
7 tablespoons ice cream 
4 dashes Tabasco
2 dashes salt
3 dashes pepper

Method.
Put Red Bull into mixing bowl. Add 
Tabasco. Put Mountain Dew into 
mixing bowl. Melt the ice cream. Add 
salt. Stir the ice cream until melted. 
Add pepper. Pour contents of the 
mixing bowl into the baking dish.

Serves 1.

(define (doit) 
  (letrec ((recalc
    (lambda (num) 
      (if (< num 84)
        (append (list (integer->char num)) 
            (recalc (+ num 1)))
      ‘())))) 
  (display (list->string
            (recalc (+ 1 (expt 3 4)))))))

a = [1 3 2 2]
b = [4 2 4 3]
nums = a’*b
nums = diag(nums)’
nums = [nums nums(2) nums]
othernums = ones(size(nums))
othernums(5:end) = 10
plot(nums,othernums)
axis([0 10 0 12])

+++++++++
[>+++++++++<-]

>
+

.---.

CS Puzzle Contest Programming Language Puzzle 
authored by Zack Butler,  
Rochester Institute of Technology

 def func(): 
    j=5
    for i in “STUMPER”:
        k = ord(i)
        if k % j == 0:
            print(chr(k-8))
        j += 2

> 99* 87+ > 1- v
          \
  @   @     ,  $  < 
    *     -     : 
  \___/   ^1  \_  ^

-- This function courtesy of Matthew Fluet 
module Puzzle where

cs = ‘A’ : (map succ cs)

ns = 0 :1 :(zipWith (+) ns (tail ns))

main = putStrLn (return ((map (pred . (cs !!)) ns) !! (pred (ns !! 6))))

http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=68&exitLink=mailto%3Abarr%40ithaca.edu
http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=68&exitLink=http%3A%2F%2FWWW.ISTOCKPHOTO.COM%2FLVNL


Dr. Jerald has recognized a 
great need in our community 
and filled it. The VR Book is a 
scholarly and comprehensive 
treatment of the user interface 
dynamics surrounding the 
development and application 
of virtual reality. I have 
made it required reading for 
my students and research 
colleagues. Well done!” 

- Prof. Tom Furness, University 
of Washington, VR Pioneer

http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=IBC&exitLink=http%3A%2F%2Fbooks.acm.org
http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=IBC&exitLink=http%3A%2F%2Fwww.morganclaypoolpublishers.com%2Fvr


INSPIRING MINDS 
FOR 200 YEARS

Ada’s Legacy illustrates the depth 
and diversity of writers, things, and 
makers who have been inspired 
by Ada Lovelace, the English 
mathematician and writer.

The volume commemorates the 
bicentennial of Ada’s birth in 
December 1815, celebrating her 
many achievements as well as 
the impact of her work which 
reverberated widely since the late 
19th century. This is a unique 
contribution to a resurgence in 
Lovelace scholarship, thanks to the 
expanding influence of women in 
science, technology, engineering and 
mathematics.

ACM Books is a new series of high quality books for the computer science community, published by 
the Association for Computing Machinery with Morgan & Claypool Publishers.

http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=BC&exitLink=http%3A%2F%2Fbooks.acm.org
http://mags.acm.org/inroads/march_2018/TrackLink.action?pageName=BC&exitLink=http%3A%2F%2Fwww.morganclaypoolpublishers.com%2Facm
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